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Abstract. How do traders decide which stocks to analyze each period? This paper mod-
els traders’ attention allocation problem, proposes that they use coincidences among the
ten stocks with the highest and lowest past returns as a heuristic solution, derives post-
coincidence comovement as a testable empirical implication of this hypothesis, and then
documents this effect in monthly US stock market data. I study a discrete-time, infinite-
horizon economy where stocks display a large number of attributes and realize attribute-
specific cash flow shocks. Because of the sheer number of attributes, traders cannot look up
and then check every single attribute-specific cluster of firms for a shock each period. As a
heuristic solution, I demonstrate that a coincidence among the ten stocks with the highest or
lowest past returns (e.g., Apple and Dell realizing top ten returns from October to Decem-
ber 2005) is a noisy signal for both the existence and location of an attribute-specific shock.
Then, I characterize asset prices when traders only update their beliefs about an attribute
after observing a coincidence. If traders adopt this attention allocation rule, I show that
stock returns will display post-coincidence comovement (e.g., the returns of all computer
hardware stocks will rise in January 2006) as a testable empirical implication. Supporting
this prediction, I find that a trading strategy exploiting post-coincidence comovement at the
industry level (e.g., holding all computer hardware stocks except Apple and Dell in January
2006) generates a 10.91% per year excess return that is not explained by popular factor
models, behavioral biases, market frictions, or large to small stock cross-autocorrelation.
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1. Introduction

“No, my dear Watson, the two events are connected—MUST be connected.
It is for us to find the connection.”

—Sherlock Holmes1

How do traders decide which stocks to analyze each period? Many important cash flow

shocks are confined to particular clusters of firms. A key technological innovation might only

lower the production costs of firms in one industry. A political change to a less extractive

regime might increase the profitability of firms in just one country. An accounting scandal

at a single supplier might negatively impact the profits of its major customers but leave

other firms unscathed.2 Yet, there can also be long periods of time with no tradable news

for a specific country, industry, or supplier. To make matters worse, there are a lot of these

attribute-specific clusters of firms. The Investment Company Institute reports that stocks

can be grouped into well over 1000 attribute-specific exchange-traded funds.3 Litterman and

Winkelmann (1998) write that “at Goldman Sachs, we view our portfolio in the context of

more than 2000 risks.” The complete graph of the network of economic links in Cohen and

Frazzini (2008) has at least this many edges if not many more.4

Just figuring out which attribute-specific inference problems to solve is challenging.5 Traders

find it difficult to search through reams of market data and spot relevant clusters of firms

even though they may be able to immediately recognize and react to an attribute-specific

shock once they know where to look.6 By analogy, the Sunday edition of the New York

Times crossword puzzle is hard because it’s difficult to bring the right constellation of words

to mind even though no one has trouble verifying the published answer to any particular
1Sir Arthur Conan Doyle. The Aventure of the Second Stain. P.F. Collier, 1905.
2See Table 9 for examples of attribute-specific cash flow shocks in the economics and finance literature.
3Investment Company Institute. 2012 Investment Company Fact Book. Sep, 2011.
4By comparison, there are only around 7000 actively traded NYSE, Amex, and NASDAQ stocks with clean
historical data in the monthly CRSP database.
5In practice, traders watch a parade of stock quotes, market news reports, and ranked returns stream across
4 or more computer monitors. By contrast, if traders were simply solving some really hard but well-defined
inference problem, trading floors could be better equipped with just one huge supercomputer with a small
display for the number of interest.
6For example, Warren Buffett justified Berkshire Hathaway’s cash holdings in his 1987 Annual Letter to
shareholders by writing: “Our basic principle is that if you want to shoot rare, fast-moving elephants, you
should always carry a loaded gun.” Pulling the trigger is easy. Finding the elephant is hard.
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clue on Monday morning. I study a setting where traders cannot possibly look up all of the

firms displaying each attribute and then investigate every resulting attribute-specific cluster

for a cash flow shock. Instead, they must employ some sort of attention allocation heuristic.7

In this paper, I propose one such heuristic: traders use coincidences among the ten stocks

with the highest or lowest past returns to direct their attention toward attributes which are

more likely to have realized a shock.8 For instance, finding both Apple and Dell among the

ten stocks with the highest returns from Oct 2005 to Dec 2005 would be an example of a

positive coincidence. Conversely, seeing Ford, GM, and Toyota among the ten stocks with

the lowest returns during the same period would be an example of a negative coincidence.

This sort of top ten reasoning is ubiquitous and can be found in every major news site. For

one example, a 2004 Wall Street Journal article gave the observation that “half of the top

10 performers on the Nikkei 225 this year are domestic-oriented” as evidence that much of

Japan’s recent growth had been due to increases in consumer demand.9

The intuition behind this attention allocation heuristic is straightforward. Suppose that

the automotive industry realizes a negative cash flow shock. If firms pay out their earnings

as dividends or industry specialists only gradually incorporate knowledge of this shock into

stock returns,10 then all automotive stocks will tend to realize slightly lower returns following

the shock. Thus, it will be relatively more likely that at least two automotive stocks will earn

bottom ten returns in the following months. I show that traders can economize on search

costs and still quickly spot attribute-specific shocks to fundamentals by checking for cash

flow shocks only after observing such a positive or negative attribute-specific coincidence. I

focus on the ten stocks with the highest and lowest past returns because this cutoff appears

to be the most empirically relevant.11

7Similarly, even relatively small crossword puzzles cannot be practically solved by brute force. For instance,
Ginsberg, Frank, Halpin, and Torrance (1990) show that for crossword puzzles with “frame sizes greater than
4×4 the associated search space is large enough to make brute force depth-first search impractical; heuristics
must be used.”
8Think of value investing and pure indexing as examples of other attention allocation heuristics. Proponents
of value investing restrict their attention to only a handful of attributes and stocks. Alternatively, traders
that stick to indexing are essentially throwing up their hands and not paying attention to any attributes.
9Wall Street Journal. Japan Commands New Respect. Jun 15, 2004.
10See Hong and Stein (1999) for a model of slow moving information.
11As evidence, I find that while a full text ProQuest Newstand search for “top 10” or “bottom 10” yields 5498
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Figure 1. rMkt,t: value weighted return on the market minus the one month T-bill rate.
rCC,t: excess returns generated by a post-coincidence comovement trading strategy using 2-
way coincidences among the 10 stocks with the highest/lowest returns with a 3 month ranking
period and a 1 month holding period. SR denotes annualized Sharpe ratio. Sample: Jan 1965
to Dec 2011.

Trading on coincidences will leave behind a telltale empirical signature. If a large number

of traders only update their beliefs after observing a coincidence, then stock returns will

display post-coincidence comovement. To see why, suppose that the computer hardware

industry realizes a positive cash flow shock in Oct 2005. Since there are so many different

stock attributes that might be relevant in any given month, traders will not immediately

notice this particular change in fundamentals. Instead, they will only reevaluate their beliefs

about the computer hardware industry in Jan 2006 after observing both Apple and Dell

among the ten firms with the highest returns from Oct 2005 to Dec 2005. Thus, stocks will

spontaneously display excessive comovement with other stocks in an attribute after traders

realize an attribute-specific coincidence. What’s more, this effect will be increasing in the

number of firms involved in the coincidence since 5-way coincidences (e.g., Apple, Dell,

IBM, Cisco, and Oracle all earning top ten returns) are less likely to occur by pure chance

hits in major financial news publications, similar searches for both “top 9” or “bottom 9” as well as “top 11”
or “bottom 11” yield only 51 and 53 hits respectively.
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than 2-way coincidences.12 Crucially, these predictions hold true pointwise for all the stock

characteristics that traders consider. Thus, even though in practice traders consider a large

number of characteristics, I can look for evidence of post-coincidence comovement in any one

of them.

In the empirical analysis, I test for post-coincidence comovement at the industry level in

two different ways. First, I show that a zero cost trading strategy exploiting post-coincidence

comovement generates a 10.91% per year mean excess return with an annualized Sharpe ratio

of 0.59 as highlighted in Figure 1. Crucially, this strategy ignores the firms involved in each

coincidence so that any excess returns are not the result of firm specific changes, liquidity

effects, or trading frictions as documented in Hou and Moskowitz (2005). For instance, in

Jan 2006 this strategy would be long all computer hardware stocks except for Apple and Dell

and short all automotive stocks except for Ford, GM, and Toyota. I show that the excess

returns to this trading strategy are not explained by popular risk factors such as the Fama

and French (1993) HML and SMB factors, the Carhart (1997) momentum factor, and the

Moskowitz and Grinblatt (1999) industry momentum factor.

Second, I compute the spread between the stock returns of the same firm following pos-

itive and negative coincidences in its industry. I find that the size of the post-coincidence

comovement alpha doubles from 0.91% per month to 1.86% per month when looking only at

fresh coincidences in industries which did not display a coincidence in the previous month

as predicted by the theory. What’s more, I show that the excess returns following a coin-

cidence are persistent and increasing in the size of the coincidence suggesting that traders

are not merely overreacting to coincidences as one might expect in models such as Daniel,

Hirshleifer, and Subrahmanyam (1998), Hong and Stein (1999), or Rabin (2002). Finally, I

demonstrate that while the returns of large stocks tend to lead the returns of small stocks

as reported in Lo and MacKinlay (1990) and Hou (2007), this pattern reverses itself when a

coincidence involves two of the smallest stocks within an industry.

12By analogy, if you attend a party with 22 other people, two of the guests will share the same birthday (out
of a 365 day year) by pure chance relatively often. However, if you find that a group of 5 guests all have
the exact same birthday, this coincidence is a sure sign of non-random birthday selection rather than just a
suggestive signal.
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Coincidences are one kind of salient and informative pattern. While our reactions to

coincidences are generally thought of as “illustrations of the irrationality of human reasoning

about chance,”13 the human brain is built to recognize and generalize patterns. We engage

in this type of learning on a daily basis. To illustrate this point, Ripley (1996) gives the

following list of everyday decision problems where pattern recognition plays a key role: “Name

the species of a flowering plant. Grade bacon rashers from a visual image. Classify an X-ray

image of a tumor as cancerous or benign. Decide to buy or sell a stock option. Give or refuse

credit to a shopper.” In fact, humans are often much better than machines at these sorts

of tasks. In this paper, the innate pattern recognition skills that make people good doctors,

lawyers, and engineers from 9-to-5 are the same skills that alert them to subtle changes in

the market when they sit down in front of a terminal.

1.1. Paper Outline. In Section 2, I compare and contrast the results in the current paper

with those in the existing literature. In Section 3, I outline an asset pricing framework which

presents traders with an attention allocation problem. In Section 4, I then demonstrate how

traders can heuristically solve this problem using coincidences in the ten stocks with the

highest or lowest past returns. In Section 5, I show that stock returns will display post-

coincidence comovement if traders adopt this solution strategy, and in Section 6 I report

the empirical evidence supporting the existence of post-coincidence comovement. In Section

7, I analyze the computational complexity of trading on coincidences relative to a brute

force inference strategy in which traders analyze each and every stock attribute. Finally, in

Section 8, I conclude with a discussion of the implications of these results.

2. Related Literature

This paper borrows from and brings together several strands of the cognitive psychology,

behavioral finance, and asset pricing literatures, and I review these connections in the section

below. First, in Subsection 2.1, I discuss the cognitive psychology literatures on cognitive

control and inductive reasoning. Then, in Subsection 2.2, I juxtapose the analysis in the

13See Griffiths and Tenenbaum (2007).
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current paper with the behavioral finance literature on bounded rationality and rational

inattention. Finally, in Subsection 2.3, I compare and contrast the empirical results in the

current paper with existing anomalies in the empirical asset pricing literature.

2.1. Cognitive Psychology. The question of how traders allocate their scarce attention

has been largely ignored in the financial literature. For instance, what constellation of events

drew traders’ attention from “tronics” in the late 1980s to “dot-coms” in the late 1990s?14

Without such a mechanism governing attention allocation, it is as though the decision was

governed by some “sort of homunculus that ‘just knows’ when to intercede” in the words of

Botvinick, Braver, Barch, Carter, and Cohen (2001). This paper focuses on the question of

how traders decide which inference problems to solve.

Inductive reasoning from small samples is extremely common and productive. For in-

stance, coincidences have lead to many important scientific breakthroughs such as John

Snow’s realization that cholera is a waterborne disease.15 Tenenbaum, Kemp, Griffiths, and

Goodman (2011) note that by reasoning inductively from unusual patterns and coincidences

“children routinely infer causal links from just a handful of events, far too small a sample

to compute even a reliable correlation!” Indeed, Nisbett and Borgida (1975) go so far as to

write that “subjects’ unwillingness to deduce the particular from the general was matched

only by their willingness to infer the general from the particular.”

The current paper differs from earlier work in the behavioral economics literature on in-

ferences from small samples by treating coincidences as useful signposts indicating what to

pay attention to. Many papers such as Tversky and Kahneman (1971) and Rabin (2002)

have studied agents’ tendency to over-infer from small samples. Similarly, there is a large

behavioral economics literature which studies categorical thinking. For examples, see Mul-

lainathan (2000), Fryer and Jackson (2008), or Gennaioli and Shleifer (2010). To be sure,

there are certainly instances where people spot “meaningful patterns in meaningless noise” in

14Forbes. Bubbles: From Tronics to Dot-Com. Jan 14, 1999.
15See Snow (1855) for details about the original discovery and Vinten-Johansen (2003) for a historical look
at the contribution. Snow’s realization followed from a chance observation that several deaths happened to
be clustered around the local water pump and kick started the modern field of epidemiology.
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the words of Shermer (2008). Yet, most examples of reasoning from coincidences and chance

events involve trivial subject matter by construction.16 Unfortunately, this choice of subject

matter masks why we all pay attention to coincidences in the first place.

2.2. Bounded Rationality and Inattention. There is a large literature on bounded ra-

tionality and inattention. The standard approach to modeling learning in an asset pricing

setting follows in the spirit of Grossman and Stiglitz (1980) where agents want to find out

about the future payout. The key feature of these sorts of models is that agents know exactly

what to learn about, it’s just costly to acquire the information (e.g., see Hellwig, Kohls, and

Veldkamp (2012)) or difficult to process the signal (e.g., see Gabaix (2011b)).

To illustrate this distinction, suppose that a trader wants to predict Apple’s future divi-

dend payout which depends on many factors. In Gabaix (2011b), for instance, traders only

pay a cost for thinking about the impact of Peruvian copper discoveries on Apple’s dividend

if they actively include this particular factor in their predictive model. By contrast, in the

current paper, the initial step of considering the impact of Peruvian copper discoveries on

Apple’s future dividends and then deciding not to include this factor in a predictive model

comes with a cost. Traders can’t do this preprocessing step for every single obscure factor

that might possibly affect Apple’s future dividends. They have to limit their attention to a

manageable subset of factors.

As a point of comparison, note that lots of attention in the academic literature gets show-

ered on the remarkable velocity and volume of information generated by financial markets.

For example, as far back as 2008, NYSE on its own was producing over a terabyte of new

structured quote data each day.17 Alternatively, Loughran and McDonald (2011) report

that 10-K filings regularly reach over 100 pages in length and contain more than 52000

words on average. This attention is well deserved; however, the analysis in this paper makes

a complementary (and so far overlooked) point: data variety matters as well.

16To illustrate, Samuels and McCabe (1986) ask the question “How likely is it that someone wins the lottery
twice in their lifetime?” and find that there is a better than 1-in-30 chance of a double winner over any four
month period.
17InformationWeek. New York Stock Exchange Ticks on Data Warehouse Appliances. May 16, 2008.
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2.3. Empirical Anomalies. Perhaps the most closely related papers deal with excessive

comovement in stock returns. For instance, Barberis, Shleifer, and Wurgler (2005) show

that after being included in the S&P 500, stocks display excessive comovement with other

S&P 500 stocks. Similarly, Krüger, Landier, and Thesmar (2012) document that by being

included in a particular industry via their SIC code, a firm’s stock returns will display

excessive comovement with the stock returns of other firms in that industry relative to what

is warranted by the firm’s fundamentals. By analogy, the current paper finds after being

included in an attribute-specific cluster of stocks that traders pay attention to following a

coincidence, stocks spontaneously display comovement with other stocks in that attribute.

This prediction is similar in spirit to the prediction of endogenous comovement in asset

returns as a result of traders information choice developed in Veldkamp (2006); however, in

Veldkamp (2006), the comovement stems from the fact that information about an asset’s

future payout lowers its conditional variance.

In order to test for the existence of post-coincidence comovement, I study the excess

returns of a zero cost trading strategy which is similar in spirit to momentum. The existence

of short term momentum at the one to six month holding period is documented by Jegadeesh

and Titman (1993), Conrad and Kaul (1998), and Asness, Moskowitz, and Pedersen (2012)

among many others and is perhaps one of the most robust and well documented empirical

findings. The key difference between these results and the current analysis is that I drop the

stocks which realize the most extreme returns in the previous periods.

3. Asset Pricing Framework

In this section, I outline an asset market in which traders face an attention allocation

problem. First, in Subsection 3.1, I describe the basic asset structure. Next, in Subsection

3.2, I define the traders and model timing. Finally, in Subsection 3.3, I specify a set of as-

sumptions about the dimensions of this market which ensure a nontrivial attention allocation

problem.
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Characteristics
(1) Industry (2) Country · · · (H) Supplier

L
ev
el
s

(1) Agriculture Argentina · · · Alcoa
(2) Aircraft Australia · · · Ball Corp
(3) Apparel Belgium · · · Callaway

...
...

... . . . ...

(I) Wholesale Zimbabwe · · · Xcel Energy
Table 1. Example on an (H × I)-dimensional attribute matrix. Each firm has H different
characteristics such as its industry classification, country of incorporation, or major supplier.
For each one of these characteristics, a firm can display one of I possible levels. For instance,
Apple is in the computer hardware industry, so for characteristic “industry” it displays the
level “computer hardware”. Alternatively, Banco Bradesco is incorporated in Brazil, so for
the characteristic “country” it displays the level “Brazil”. I refer to a particular element in
this matrix, (h, i), as an attribute.

3.1. Asset Structure. I study a discrete time, infinite horizon market with N � 1 different

stocks. These stocks share H � 1 characteristics (e.g., industry classification code, book

to market decile, or country of incorporation) that can each take on I > 1 different levels

(e.g., particular industries such as computer hardware, medical equipment, or printing and

publishing). Table 1 gives an example of an (H × I)-dimensional matrix of attributes. Each

characteristic level pair, (h, i), represents one attribute. Nature assigns attributes to each

stock independently and uniformly at random where an(h, i) is an indicator variable that is

one if stock n has the attribute (h, i). I use A = H I to denote the total number of attributes

and use t = 0, 1, 2, . . . to index time.

Firms realize earnings, en,t, each period in units of dollars per share per period which are

governed by the equation below:

en,t = b>n ft + δ
∑

h,i

xt(h, i) an(h, i) + εn,t (1)

Here, bn denotes a vector of cash flow betas, δ > 0 represents the amplitude of all earnings

shocks in units of dollars per share per period, and xt(h, i) represents an indicator variable

that is one if attribute (h, i) has realized a positive shock in period t, negative one if attribute

(h, i) has realized a negative shock in period t, and zero otherwise. The white noise terms

HTTP://WWW.ALEXCHINCO.COM
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εn,t
iid∼ N(0, σ2

ε ) can be thought of as either idiosyncratic firm specific shocks distributed

with a standard deviation of σε dollars per share per
√

period or the sum of many latent

attribute-specific shocks in characteristics that agents do not pay attention to or know about.

For instance, suppose that xt(Country,Brazil) = 1 in Q1 2003 and all cash flow shocks

are of size δ = $1 per share each quarter. Then all companies incorporated in Brazil would

realize a $1 increase in their earnings per share in Q1 2003. In this setting, Banco Bradesco

S.A., a Brazilian banking and financial services company, would realize a $1 increase in their

earnings per share since aBBD(Country,Brazil) = 1; whereas, Bancolombia S.A., a similar

company based in Colombia, would not since aCIB(Country,Brazil) = 0.

I make two assumptions for simplicity in the theoretical analysis. First, I assume that

firms pay out all of their earnings as dividends, en,t = dn,t, in the analysis below.18 All

of the results obtain if firms pay out an irregular dividend and there exists stock specific

value investors who immediately learn about cash flow shocks but are unable to completely

impound this information into prices due to limits to arbitrage. Regardless of the exact

genetic details, it is only necessary that stock returns partially reflect cash flow shocks à la

Hong and Stein (1999) in the model’s phenotypic expression. Second, I normalize all of the

cash flow betas to zero to focus attention on traders’ attention allocation problem. While

these betas will be important in the empirical work, they merely complicate the math since

traders will always pay attention to these factors if they are sufficiently important.

3.2. Traders and Timing. Agents are risk neutral and have a discount rate of β < 1

per period. I use the variables m+
t (h, i) and m−t (h, i) to represent the subjective ex post

probabilities that they place on attribute (h, i) realizing a positive or negative shock to

its dividends in period t. For example, if agents are sure that attribute (h, i) has realized

a positive shock to fundamentals after observing period t dividends, then m+
t (h, i) = 1

regardless of whether or not the attribute has actually realized a shock. A collection of these

probabilities, Mt, is a mental model for dividends withM denoting the space of all possible

18For other examples of papers in this literature that use this assumption, see Barberis, Shleifer, and Vishny
(1998) and Hong, Stein, and Yu (2007).
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Figure 2. Model Timing. Heading into each period t, agents use a mental model of the
world, Mt−1, to make predictions about future dividend payouts and set cum-dividend stock
prices. After trading, they observe each stock’s time t dividend payout, dt, and use this
information to update their mental model from Mt−1 to Mt.

models.

I use x̃n,t and m̃n,t to denote the sum of the realized and perceived attribute-specific shocks

affecting stock n in period t respectively:

x̃n,t =
∑

h,i

xt(h, i) an(h, i)

m̃n,t =
∑

h,i

{
m+
t (h, i)−m−t (h, i)

}
an(h, i)

(2)

For example, if exactly one of stock n’s attributes has realized a positive shock to funda-

mentals in period t, then x̃n,t = 1. By contrast, if agents are absolutely certain that exactly

one of stock n’s attributes, (h, i), has realized a negative dividend shock in period t, then

m̃n,t = −1.

Figure 2 outlines the timing and structure of the model. Agents enter into each period

t with a null model of the world, Mt−1, which they use to make predictions about future

dividend payouts and set cum-dividend stock prices. Because of agents’ risk neutrality, the

cum-dividend price of each stock, pn,t, is simply the present discounted value of all of the
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stock’s dividends from period t onwards given their mental model, Mt−1, entering the period:

pn,t = E [dn,t + β pn,t+1|Mt−1] (3)

After trading, they then observe each stock’s period t dividend and update their mental of

dividend payouts in period t. Realized (simple) returns from period t to period (t + 1) are

then given by:

rn,t+1 = (pn,t+1 − E[dn,t+1|Mt]) + dn,t+1 − (pn,t − E[dn,t|Mt−1]) (4)

It is possible to formulate a log-linear version of the model where, for example, the am-

plitude of the cash flow shocks, δ, would have units of percent change per period; however,

framing the problem in this way yields more complicated expressions for the prices and

returns and doesn’t change any of the qualitative empirical predictions.

3.3. Market Width. I make four assumptions about the dimensionality of the market

which are sufficient to make the computational costs associated with searching for an attribute-

specific cash flow shock a first order concern. The basic idea is that for search costs to matter,

there must be a large number of ways to group stocks, most of these groupings must be ir-

relevant, the size of the shock must be small enough not to be identified from aggregate

statistics, and shocks must be immediately verifiable once seen. Put differently, traders

must face a needle-in-a-haystack type of problem with a large haystack that is filled with

very few, straw-sized, sharp needles.

First, I assume that there are roughly as many dimensions on which to sort stocks as

there are stocks, H = Ω(N).19 This assumption guarantees that there are a large number

of potentially relevant clusters that traders have to search through each period. Second, in

order to guarantee that most clusters are irrelevant for predicting cash flows, I assume that

19We say that f(x) = Ω(g(x)) if there exists some s ∈ R++ and x0 ∈ R+ such that for all x > x0 we have
that f(x) ≥ s g(x). i.e., if f(x) is bounded below by g(x) up to constant factor asymptotically.
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in any period t there can be at most one attribute-specific shock:

1 ≥ zt =
∑

h,i

|xt(h, i)| (5)

where zt denotes the number of attributes which have realized a cash flow shock. This

assumption implies, for example, that either all internet stocks can realize a positive shock

to fundamentals or all stocks based in Brazil can realize a positive shock to fundamentals,

but not both. As a result, traders must not only determine whether or not a shock has

occurred but also identify the offending attribute. Relaxing this constraint from “at most

one” to “only a handful” preserves the qualitative implications of trading on coincidences but

complicates the mathematics.

Third, I assume that there are enough stocks in each attribute level, N/I � 1. The

assumption implies that traders can directly infer whether or not there has been a shock to

any particular attribute, xt(h, i) 6= 0, by computing the sample mean of stocks with that

attribute since the sample mean dividend payout of the N/I stocks with each of the A

attributes has the distribution:
(

1

N/I

∑

n

dn,t an(h, i)− xt(h, i)
)
∼ N

(
0,

σ2
ε

N/I

)
(6)

In the limit as N/I → ∞ traders know each xt(h, i) with certainty. Put differently, this

assumption implies that cash flow shocks are obvious once traders know where to look.

Finally, so that traders cannot determine whether or not a shock has occurred, zt 6= 0,

simply by looking for a cluster of extreme outlying dividends, I assume that:

δ < 2σε (7)

This restriction implies that the distribution of dividend payouts conditional on some at-

tribute realizing a shock is unimodal.20 After all, if the size of cash flow shocks was so large

20Let λ1 and λ2 represent the respective probabilities of sampling from either of 2 Gaussian distributions
with different means, µ1 and µ2, and the same standard deviation, σ. Then, the probability density of this
Gaussian mixture is given by ϕ(x) = 1

σ
√
2π

∑2
i=1 λiφ(x;µi, σ). ϕ(x) is unimodal if (µ1 − µ2)2/σ2 ≤ 4.
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that after an attribute realized a positive shock every stock in that attribute earned a re-

turn higher than every other stock not in that attribute traders would not face an attention

allocation problem.

The occurrence of a shock in any of the A attributes, zt, follows an independent Markov

process with the transition probabilities housed in the matrix given below:

1− ρ ρ

π 1− π


 (8)

Here, π < 1/2 denotes the probability that the market transitions from a quiet state where

none of the A stock attributes has realized a dividend shock to a shock state in some attribute

(h, i) in units of 1/period. Similarly, ρ < 1/2 denotes the probability that the market

transitions back from the shock state in attribute (h, i) in units of 1/period. The market

always spends at least one period in the quiet state, zt = 0, before re-entering a shock state.

Throughout the remainder of the paper, I focus on traders entering into period t with the

null model that no attribute has realized a shock, Mt−1 = 0.21

4. Trading on Coincidences

In this section, I demonstrate how traders can heuristically solve this attention allocation

problem by using coincidences among the ten stocks with the highest and lowest past returns.

First, in Subsection 4.1, I give formal definitions of positive and negative coincidences. Then,

in Subsection 4.2, I compute how often coincidences should occur both as a result of a cash

flow shock as well as by pure chance. Next, in Subsection 4.3, I show that these constellations

of events suggest the existence and location of attribute-specific cash flow shocks and then

outline the trading on coincidences attention allocation heuristic. Finally, in Subsection 4.4,

I solve for asset prices when agents trade on coincidences.

21After all, if traders believe that some attribute, (h, i), is currently in a shock state, mt−1(h, i) ± 1, then
they do not face an attention allocation problem since only one attribute can realize a shock in any period
as captured by Equation (5). In the same way that even novice crossword puzzle solvers have no trouble
verifying a solution to a particular clue once it has been proposed, traders have no trouble recognizing a
shock to a particular attribute once it has been brought to their attention.
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4.1. Coincidence Definition. I begin by introducing some notation to keep track of the

existence and number of coincidences among the stocks with the highest and lowest past

returns.22 Let c+
t (J,K;h, i) be an indicator variable denoting a positive coincidence in period

t that is one if there are at least K stocks with attribute (h, i) among the J stocks with the

highest returns in period t:

c+
t (J,K;h, i) =





1 if
∑J

n=1 a(n:N)(h, i) ≥ K

0 else
(9)

Similarly, let c−t (J,K;h, i) be an indicator variable denoting a negative coincidence in period

t that is one if there are at least K stocks with attribute (h, i) among the J stocks with the

lowest returns in period t:

c−t (J,K;h, i) =





1 if
∑N

n=N−(J−1) a(n:N)(h, i) ≥ K

0 else
(10)

For example, if both Apple and Dell were among the 10 stocks that had the highest returns

in period t, then at the end of period t agents would observe a positive 2-way coincidence

denoted by:

c+
t (10, 2; Industry,Computer Hardware) = 1 (11)

Alternatively, if Enron, Dynegy, and Chesapeake Energy were among the 5 stocks with the

lowest returns in period t, then at the end of period t agents would observe a negative 3-way

coincidence in the attribute denoted by:

c−t (5, 3; Industry,Energy) = 1 (12)

Note that by definition, whenever traders observe a 3-way coincidence they also observe

a 2-way coincidence so that c−t (5, 2; Industry,Energy) = 1 as well. Wherever it causes no

22I use the convention that the stock index (n:N) is arranged in descending order by period t returns so
that the stock with the highest return in period t has the index number (1:N).
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confusion, I will omit any unused arguments to c±t to conserve on notation.

In the combinatorial analysis, it will be useful to keep track of the total number of positive

and negative coincidences across all A attributes. I apply the operator b·c to represent the

total number of positive or negative coincidences respectively. Thus, if both Apple and Dell

as well as Citigroup, Bank of America, and Goldman Sachs were all among the 10 stocks

with the highest returns in period t, then the total number of 2-way coincidences would

be given by bc+
t (10, 2)c = 2. Similarly, the total number of 3-way coincidences would be

bc+
t (10, 3)c = 1.

4.2. Coincidence Probabilities. I now compute how likely it is that traders will observe a

K-way coincidence among the J stocks with the most extreme past returns. First, consider

the probability that an attribute, (h, i), displays a positive K-way coincidence conditional

on the attribute realizing a positive cash flow shock. I refer to these events as meaningful

coincidences and denote their probability with λ(J,K):

λ(J,K) = Pr
[
c+
t (J,K) = 1

∣∣xt = 1
]

(13)

Meaningful coincidences occur when the Kth highest return among the N/I stocks with

attribute (h, i) is larger than the (J −K)th highest return among the (1− 1/I)N remaining

stocks that do not display this attribute.

Figure 3 plots simulated values of the 2nd highest return among the shocked attributes

and the 9th highest return among the unshocked attributes for the parameter values I = 50

levels, N = 10000 stocks, δ = 0.10 dollars per share per period, and σε = 0.10 dollars per

share per
√

period. Intuitively, conditional on attribute (h, i) realizing a positive cash flow

shock, the probability that the attribute displays a meaningful coincidence is increasing in

the number of extreme stocks that traders examine, ∂λ/∂J > 0. After all, increasing J from

10 to 11 would mean that the 2nd highest return from among the stocks with attribute (h, i)

would only have to be higher than the 11th highest return from among the remaining assets:

r(10:N(1−1/I)) > r(11:N(1−1/I)). Conversely, conditional on attribute (h, i) realizing a positive

cash flow shock, the probability that the attribute displays a meaningful coincidence is
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Figure 3. Meaningful coincidence probability. The probability that an attribute displays
a positive 2-way coincidence conditional on realizing positive cash flow shock is given by
the probability that the stock with the 2nd highest return among the stocks with the shocked
attribute is greater than the 9th highest return among the remaining stocks. x-axis: Simulated
values of the 2nd highest return among the N/I stocks with attribute (h, i) conditional on
attribute (h, i) realizing a positive shock to fundamentals. y-axis: Simulated values of the
9th highest return among the remaining (1− 1/I)N stocks that don’t display attribute (h, i).
Green dots to the right of the dashed y = x line represent iterations where attribute (h, i)
realizes a 2-way coincidence. Simulation parameters: I = 50, N = 104, δ = 0.10, and
σε = 0.10.

decreasing in the size of the coincidence, ∂λ/∂K < 0. Using the same logic as before,

increasing K from 2 to 3 would mean that the 3rd highest return from attribute among

the stocks with (h, i) would now have to exceed the 10th highest return from among the

remaining assets: r(2:N/I) > r(3:N/I).

I use an asymptotic expression for the probability of a meaningful coincidence, λ(J,K),

as the number of stocks, N , grows large (i.e., N →∞). While it is feasible to give an exact

integral expression for the expected values of the order statistics of a normal distribution,

this formula is difficult to work with because it is not possible to solve the integral in closed

form. A big N asymptotic expression is a natural substitute because the attention allocation

problem motivating trading on coincidences stems from traders’ inability to cope with the

size of the market. I characterize this limit in Lemma 1 below.
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Lemma 1 (Meaningful Coincidences). For any J ∈ N and any K ∈ {2, . . . , J/2}, the limit

of the probability that attribute (h, i) will display a positive K-way coincidence conditional

on that attribute realizing a positive attribute-specific cash flow shock of size δ > 0 as the

number of stocks, N , grows large is given by:

lim
N→∞

λ(J,K) = 1 (14)

Thus, as the market gets extremely large, the probability that attribute-specific cash flow

shocks will manifest themselves as coincidences converges to unity. For instance, in Figure 3

where there are I = 50 levels, N = 10000 stocks, and the size of the attribute-specific cash

flow shocks is as large as the firm specific shocks, δ = σε = 0.10, traders realize meaningful

coincidences roughly 80% of the time. I further analyze the efficiency of this signal in Section

7 below.

Next, I compute the expected number of K-way coincidences that traders expect to see

among the J stocks with the highest past returns by pure chance each period as depicted

in Figure 4. Note that, while the number of meaningless coincidences may be quite large in

absolute terms, this number will always be less than the total number of stock attributes.

For instance, even when traders examine the 25 stocks with the highest past returns and only

look for 2-way coincidences in Figure 4, only around 4 out of each characteristic’s 50 levels

display a coincidence. This expectation corresponds to the number of ways that traders

can draw combinations of K stocks from among the J stocks with the highest returns in

the previous period,
(
J
K

)
, times the probability that all of the stocks in any particular one

of these K stock combinations share the same characteristic level, I−(K−1), times the total

number of stock characteristics, H. I formally characterize this expectation in Lemma 2

below.

Lemma 2 (Meaningless Coincidences). For any J ∈ N, K ∈ {2, . . . , J/2}, I ∈ N, and

H ∈ N, traders expect to observe E
(
bc+
t (J,K)c

∣∣zt = 0
)
K-way coincidences among the J

stocks with the highest past returns by pure chance when no attribute has realized a shock to
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Figure 4. Expected number of meaningless coincidences. The number of positive K-way
coincidences that traders expect to observe when no attribute has realized a cash flow shock is
given by the number of ways that traders can draw combinations of K stocks from among the
J stocks with the highest returns in the previous period,

(
J
K

)
, times the probability that all of

the stocks in any particular one of these K stock combinations share the same characteristic
level, I−(K−1), times the total number of stock characteristics, H. x-axis: Number of stocks
traders examine each period, J . y-axis: Number of K-way coincidences that traders expect
to observe per characteristic. Simulation parameters: I = 50 and H = 104.

fundamentals, zt = 0:

E
(
bc+
t (J,K)c

∣∣zt = 0
)

=
J !

K!(J −K)!

(
H

IK−1

)
(15)

4.3. Attention Allocation. Traders’ attention allocation problem stems from the fact that

they cannot look up the firms with each of the A attributes and then check every single one

of these attribute-specific clusters for a cash flow shock. There are just too many attributes.

As a result, traders must not only determine whether or not any particular attribute-specific

cluster of firms has realized a cash flow shock but also decide which of these clusters of stocks

to analyze in the first place. I show thatK-way coincidences among J stocks with the highest

or lowest past returns are informative signals about the existence of an attribute-specific cash

flow show in any particular cluster and note that traders can conserve on computational costs
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by only updating their mental model about an attribute after observing a coincidence. Thus,

trading on coincidences is a plausible heuristic solution.23

Let θ(J,K) denote the objective ex post probability that attribute (h, i) has realized a

cash flow shock following a K-way coincidence:

θ(J,K) = Pr
[
xt(h, i) = ±1

∣∣c±t (J,K;h, i) = 1
]

(16)

In Proposition 1 below, I use Lemmas 1 and 2 to give an asymptotic expression for this

conditional probability and characterize how it varies with the size of the coincidence, K,

and the number of stocks that traders examine, J .

Proposition 1 (Attention Allocation). For any J ∈ N, K ∈ {2, . . . , J/2}, I ∈ N, and

H ∈ N, as the number of stocks grows large, N → ∞, the conditional probability that

attribute (h, i) has realized a cash flow shock given that it displays a K-way coincidence is:

lim
N→∞

θ(J,K) =
π

π + 2E
[
bc+
t (J,K)c

∣∣zt = 0
] > π

2A
(17)

The conditional probability that attribute (h, i) has realized a cash flow shock is decreasing

in the number of stocks that traders examine, ∂θ/∂J < 0, and increasing in the size of the

realized coincidence, ∂θ/∂K > 0.

4.4. Asset Prices. Finally, I conclude this section by describing traders’ heuristic inference

strategy and solving for the resulting asset prices. Since an attribute-specific cash flow shock

is more likely conditional on observing a coincidence, I propose that traders only compute

the mean dividend payout of attributes which have realized a coincidence. In other words,

traders use attribute coincidences among the J stocks with the highest and lowest past

returns as a cognitive control device.

23With unsupervised learning problems, it is often difficult to precisely frame “optimality” as Hastie, Tib-
shirani, and Friedman (2009) point out. Nevertheless, “heuristic” does not mean “bad”. For example, it is
impossible to fully specify all of the precise details of the attention allocation problem Google’s PageRank
algorithm solves when it selects relevant links in response to a search query. New websites (e.g., Wikipedia)
and services (e.g., twitter) are constantly being created and destroyed, the topology of how websites are
connected is constantly changing, and the technology available is rapidly evolving. Yet, no one would argue
that Google’s heuristic solution is bad.
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Proposition 2 (Trading on Coincidences). If boundedly rational agents trade on coinci-

dences, then agents infer the true dividend model for attribute (h, i) conditional on observing

a coincidence:

m±t (h, i) =





xt(h, i) if c±t (h, i) = 1

0 else
(18)

and the cum-dividend price of each stock is given by:

pn,t =

(
δ (1− ρ)

1− β (1− ρ)

)
m̃n,t−1 (19)

Because attribute coincidences are imperfect signals, agents will not immediately notice

each and every dividend shock. However, even though boundedly rational agents have a

hard time sifting through all possible attributes to determine if one of them has realized

a dividend shock, they can still immediately verify whether or not a particular attribute

has been shocked by computing the sample average of the dividends paid out by all stocks

with that attribute. To gain intuition for the pricing equation, suppose that one of stock

n’s attributes has realized a positive dividend shock in period t. Then, stock n will earn

a δ dollar per share increase in its dividend payments each period until the true state of

the world switches back to normalcy corresponding to the series of dividend payments,

(1 − ρ) δ + β (1 − ρ)2 δ + β2 (1 − ρ)3 δ + · · · . Thus, upon noticing the positive shock to

dividends in attribute (h, i), traders will bid up the prices of all stocks with that attribute

by an amount equal to the sum of this series.

5. Testable Implications

In this section, I now show that trading on coincidences will leave a unique empirical signa-

ture: post-coincidence comovement. First, in Subsection 5.1, I characterize this prediction.

Then, in Subsection 5.2, I explore some of the empirical issues that will likely arise when

testing for this effect in market data.
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5.1. Post-Coincidence Comovement. If traders use coincidences to allocate their atten-

tion, then stock returns will display post-coincidence comovement. To illustrate, suppose

that at the start of Jan 2006 traders observe both Apple and Dell among the ten firms with

the highest returns from Oct 2005 to Dec 2005. While this coincidence does not necessarily

mean that the computer hardware industry has realized a shock, a fraction θ of the time

this 2-way coincidence will be the result of a cash flow shock. Thus, agents who are trading

on coincidences will only evaluate the dividends of the computer hardware industry after

observing the coincidence in Jan 2006 and when they do so they will be more likely to revise

the price of these stocks upwards. Thus, the expected returns of all computer hardware

stocks will rise in Jan 2006 as a result.

Usually, comovement refers to a sudden increase in a stock’s beta with some particular

group of firms once that stock has been included in the group. For instance, Barberis,

Shleifer, and Wurgler (2005) document the excessive comovement of a stock with the S&P

500 once it has been added to the index. By analogy, trading on coincidences predicts that

after being spontaneously included in an attribute-specific cluster of stocks that traders pay

attention to following a coincidence, the expected returns of all the stocks with this attribute

will display excessive comovement and rise in unison. Thus, a portfolio that is long all stocks

with attributes that realized positive coincidences and short all stocks with attributes that

realized negative coincidences will generate positive excess returns.

To make this intuition precise, I characterize the cumulative abnormal returns following

attribute coincidences. Let εn,t+τ denote the abnormal returns of a stock n in month (t+ τ):

εn,t+τ = rn,t+τ − b̂>n ft+τ (20)

where b̂n denotes a vector of return betas estimated using data prior to t. Thus, in the

theoretical analysis where all of the cash flow betas are set to zero, we have that εn,t+τ =

rn,t+τ . However, in the empirical analysis below, each stock’s loadings on well known risk

factors will play an important role.

If attribute (h, i) realizes a K-way coincidence in month t, then its cumulative abnormal
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returns will be given by:

CARCC,t+T =
T∑

τ=1

(
1

N/I

N∑

n=1

εn,t+τ an(h, i)

)
(21)

The inner summation computes the abnormal returns of an equally weighted portfolio that

is $1 long all stocks with attribute (h, i) while the outer summation cumulates the abnormal

returns of this portfolio over time.

Proposition 3 (Post-Coincidence Comovement). If agents trade on coincidences, then the

cumulative abnormal returns of stocks with attribute (h, i) following a coincidence in attribute

(h, i) will display post-coincidence comovement for all τ ≥ 1:

E
[
CARCC,t+τ

∣∣c+
t (J,K;h, i) = 1

]
= θ(J,K)

(
δ (1− ρ)

1− β (1− ρ)

)
(22)

and the size of this effect will be monotonically increasing in the number of firms involved in

the coincidence, K.

I illustrate this result in Figure 5 which plots the expected cumulative abnormal returns

of an equally weighted portfolio of stocks with attribute (h, i) in units of dollars per share

per period. In this figure, attribute (h, i) may or may not have realized a positive shock to

fundamentals; nevertheless, traders spot a positive K-way coincidence in this attribute in

period τ = 0 returns. If agents are trading on coincidences, then following this coincidence

agents will immediately bid up the prices of all stocks with attribute (h, i) if there has been a

shock yielding the upper dotted line in Figure 5 since they always recognize a dividend shock

when they see one. Conversely, agents will do nothing if the coincidence was spurious yielding

the lower dotted line at zero in Figure 5. Thus, even though an attribute coincidence does

not always correspond to the existence of a dividend shock, prices will rise after a positive

coincidence on average corresponding to the solid line in Figure 5.

5.2. Empirical Considerations. Before analyzing any data, it is useful to first consider

what empirical issues might emerge when testing for this effect. First, I consider the ex-

perimental degrees of freedom. The model above is written in sequence time and does not
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Figure 5. Post-Coincidence Comovement Simulation. Although not every coincidence is
the result of an attribute-specific cash flow shock to stocks with attribute (h, i), coincidences
involving more stocks from a particular attribute are less likely by pure chance. Solid line: Ex-
pected cumulative abnormal returns of the stocks displaying attribute (h, i) given that traders
observe K ∈ {2, 3, 4} stocks from attribute (h, i) among the highest 10 returns from time
τ = −1 to time τ = 0 as characterized in Equation (22). Dotted lines: Expected cumula-
tive abnormal returns conditional on positive shock (upper) or no shock (lower). Simulation
parameters: J = 10, H = 1, I = 50, N = 104, β = 0.10, δ = 0.10, ρ = 0.04, and π = 0.10.

specify a conversion rate into clock time. Thus, the prediction of post-coincidence comove-

ment should hold for any investment horizon at which traders face an attention allocation

problem. At too high a frequency, for example, algorithms place all of the orders so the

prediction is unlikely to hold. I choose to test the theory at the monthly investment horizon.

Stock returns should also display post-coincidence comovement for any characteristic which

realizes attribute specific cash flow shocks. I look at industry-level coincidences because there

is much evidence for industry-specific cash flow shocks. For instance, see Horvath (2000)

which documents the important role of sectoral shocks in aggregate volatility. This choice

was not the result of an iterative search process. Even though I only look for post-coincidence

comovement after industry-level coincidences, real world traders still have to allocate their

attention in a world with a large number of characteristics.

Next, I explore the role of limits to arbitrage. If boundedly rational arbitrageurs were
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aware that agents were trading on post-coincidence comovement, they could profit off of this

knowledge. These traders would sell short stocks in industries with spurious positive coinci-

dences and buy back stocks in industries with spurious negative coincidences in anticipation

of the subsequent price reversal. To be sure, this contrarian trading behavior would undo

the comovement predicted in Proposition 3, and as a result the existence of post-coincidence

comovement suggests a market imperfection. Thus, in order to test for post-coincidence

comovement using trading strategy returns, I must assume some limits to arbitrage whereby

traders (a) gradually enter into the trading positions and (b) do not trade against post-

coincidence comovement. However, these assumptions are not necessary for stock returns

to display post-coincidence comovement. Put differently, without these assumptions post-

coincidence comovement would be measurable but not tradable.

As a final point, it is important to note that rational arbitrageurs would not push other

traders to stop learning from coincidences; rather, they would simply kill off the empirical

signature of this inference strategy. After all, reasoning inductively from attribute coinci-

dences is a good heuristic solution to traders’ explanation search problem. All traders face

the same attention allocation problem. Even rational arbitrageurs have to use some heuristic

strategy to uncover attribute-specific cash flow shocks.

6. Econometric Analysis

In this section, I report the empirical evidence suggesting the existence of post-coincidence

comovement. First, in Subsection 6.1, I describe the data I use in the analysis. Then, in

Subsection 6.2, I outline a zero cost trading strategy exploiting post-coincidence comovement

at the industry level and document its positive abnormal returns. Finally, in Subsection 6.3,

I look at the distribution of industry returns conditional on observing a coincidence in the

previous month.

6.1. Data Summary. I employ monthly CRSP data over the period from Jan 1965 to Dec

2011 on all common equity shares with at least 12 months of past return history. I exclude

the bottom 30% of stocks based on beginning of the month market capitalization as well as
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stocks that enter each month with a price that is less than $1 per share to remove the most

illiquid stocks that would be too costly to trade for any reasonable size trading volume as in

Asness, Moskowitz, and Pedersen (2012). In addition, fewer people pay attention to small

firms. The combination of these factors mean that while small firms are most likely to have

extreme returns, investors are least likely to follow them. I cluster firms into industry groups

using the Fama and French (1988) classification system which forms I = 49 industries based

on SIC codes. This dictionary is available via Kenneth French’s online data library.24 See

Tables 10, 11 and 12 for summary statistics.25

I use data on the following six market-wide data series from Kenneth French’s online data

library in units of percent per month over the time period from Jan 1965 to Dec 2011. (1)

I compute the riskless return rRF,t using the one month Treasury bill rate from Ibbotson

Associates. (2) I compute the excess return on the market rMkt,t using the value weighted

return on all NYSE, AMEX, and NASDAQ stocks from CRSP minus the riskless return. (3)

I compute the value factor rHML,t as the average return on the two value portfolios minus

the average return on the two growth portfolios:

rHML,t =

(
r(Small,Value),t + r(Big,Value),t

2

)
−
(
r(Small,Growth),t + r(Big,Growth),t

2

)
(23)

constructed using 6 value weighted portfolios formed on size and book-to-market. (4) I

compute the growth factor rSMB,t as the average return on the three small portfolios minus

the average return on the three big portfolios:

rSMB,t =

(
r(Small,Value),t + r(Small,Neutral),t + r(Small,Growth),t

3

)

−
(
r(Big,Value),t + r(Big,Neutral),t + r(Big,Growth),t

3

) (24)

constructed using 6 value weighted portfolios formed on size and book-to-market. (5) I

compute the momentum factor rMom,t as the average return on the two high prior return

24See http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html.
25Additional statistics online: http://www.alexchinco.com/industry-classification-json/.

http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html
http://www.alexchinco.com/industry-classification-json/
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Figure 6. Positive Coincidences. Number of firms from each of the 49 Fama and French
(1988) industries in the set of 10 firms with the highest returns over the previous 12 months
from Jan 1965 to Dec 2011. The scale runs from blue = 2 to red = 10.
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Figure 7. Negative Coincidences. Number of firms from each of the 49 Fama and French
(1988) industries in the set of 10 firms with the lowest returns over the previous 12 months
from Jan 1965 to Dec 2011. The scale runs from blue = 2 to red = 10.
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portfolios minus the average return on the two low prior return portfolios:

rMom,t =

(
r(Small,High),t + r(Big,High),t

2

)
−
(
r(Small,Low),t + r(Big,Low),t

2

)
(25)

The series is constructed using six value weighted portfolios formed on size with the prior

(t−TRank, t−TRank + 1, . . . , t−1) month returns. The portfolios, which are formed monthly,

are the intersections of two portfolios formed on size and three portfolios formed on the prior

returns. The monthly size breakpoint is the median NYSE market equity. The monthly

prior returns breakpoints are the 30%tile and 70%tile of the NYSE. (6) Finally, I compute the

industry momentum factor riMom,t as the average return on the 6 industries with the highest

past returns minus the average return on the 6 industries with the lowest past return:

riMom,t =

(
r(Small,iHigh),t + r(Big,iHigh),t

2

)
−
(
r(Small,iLow),t + r(Big,iLow),t

2

)
(26)

The series is constructed using prior (t− TRank, t− TRank + 1, . . . , t− 1) month returns. The

portfolios, which are formed monthly, are the intersections of two portfolios formed on size

and the industry-level portfolios formed on the prior returns.

6.2. Trading Strategy Returns. I study a trader implementing a post-coincidence co-

movement trading strategy where TRank denotes the length of the ranking period in months

and THold denotes the length of the holding period in months as described in Algorithm 1.

This trader takes all stocks in month t and ranks them according to each stock’s cumulative

return over the past TRank months. I refer to this time interval from month (t − TRank) to

month (t− 1) as the ranking period. He then counts the number of firms from each industry

in the set of stocks with the J highest and J lowest ranking period returns.

If at least K out of the J stocks with the highest ranking period returns are in industry

i, the trader flags industry i as having a positive K-way coincidence at time t. Similarly, if

at least K out of the J stocks with the lowest ranking period returns are in industry i′, the

trader flags industry i′ as having a negative K-way coincidence at time t. Let St,Long denote

the collection of all stocks in an industry that experienced a positive K-way coincidence at

time t except for the stocks that compose the coincidence. Similarly, let St,Short denote the
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Algorithm 1 Trading Strategy
1: for t ∈ (TRank + 1, TRank + 2, . . . , T − THold) do
2:
3: calc Ranking returns from month (t− TRank) to month (t− 1)
4:
5: find Positive K-way industry coincidences in J stocks with highest ranking returns
6: if (any positive industry coincidences) then
7: BUY $1 worth of an equal weighted portfolio of stocks in St,Long

8: else
9: BUY $1 of the riskless asset
10: end if
11: SELL Long position from month (t− THold)
12:
13: find Negative K-way industry coincidences in J stocks with lowest ranking returns
14: if (any negative industry coincidences) then
15: SELL $1 worth of an equal weighted portfolio of stocks in St,Long

16: else
17: SELL $1 of the riskless asset
18: end if
19: BUY Short position from month (t− THold)
20:
21: end for

collection of all stocks in an industry that experienced a negative K-way coincidence at time

t except for the stocks that compose the coincidence.

The trader then holds a portfolio position over the next THold months that is long $1 in

an equally weighted portfolio of all the stocks in St,Long and short $1 in an equally weighted

portfolio of all the stocks in St,Short. I refer to the time interval from month t through

month t + (THold − 1) as the holding period. If in any period, there are no positive K-way

coincidences, the trader goes long $1 in the riskless bond and vice versa in the absence of

any negative K-way coincidences yielding a zero cost trading strategy.

The trading strategy is best illustrated via a short concrete example. Suppose that the

trader follows a post-coincidence comovement trading strategy in which he studies the J = 10

stocks with the highest and lowest returns over the last TRank = 3 months, looks for K = 2-

way industry coincidences, and holds his portfolio position for THold = 1 month. If both

Apple and Dell were in the group of 10 stocks that had the highest returns from Oct 2005

through Dec 2005, then in Jan 2006 this trader would be long an equally weighted portfolio
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of all computer software stocks except for Apple and Dell. Because industry-level post-

coincidence comovement ignores the stocks that constitute the coincidence itself (i.e., Apple

and Dell), any realized returns to this strategy cannot be driven by persistence in the firm

level stock returns.

Figures 6 and 7 display the positive and negative coincidences underlying this post-

coincidence comovement trading strategy and confirm that 2-way attribute coincidences

are picking up the most salient industry-level events in the sample. For instance, in Fig-

ure 6, the computer software, computer hardware, and electronic equipment industries all

realize positive coincidences in the late 1990s. Figure 7 also reports that these industries

subsequently realized negative coincidences in the months following the Dot-Com boom. In

addition, Figure 7 shows that the utilities industry realized negative coincidences in the early

2000s following the Enron scandal and the banking industry realized negative coincidences

in the late 2000s following the collapse of Bear Stearns.

Table 2 presents the excess and abnormal returns to a post-coincidence comovement trad-

ing strategy that looks for 2-way coincidences in the J = 10 stocks with the highest and

lowest past returns using a TRank = 3 month ranking period, a THold = 1 month holding

period, by building up the specification below:

rCC,t = α + βMkt rMkt,t + βHML rHML,t + βSMB rSMB,t + εt (27)

The first column in Table 2 labeled α denotes the excess or abnormal return in units of percent

per month. Thus, industry-level post-coincidence comovement yields an excess return of

0.91× 12 = 10.92% per year and an abnormal return of 0.88× 12 = 10.56% per year relative

to the Fama and French (1993) 3 factor model.

What’s more, post-coincidence comovement appears to be distinct from more traditional

momentum trading strategies that are long all stocks which have performed well in the past

months and short all those that have performed poorly. First, I find that post-coincidence

comovement has a correlation coefficient of only 0.24 with a standard momentum trading
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α βMkt βHML βSMB βMom βiMom σε εt
0.91

5.34
●

●

●

(3.17)
0.92 0.01

5.22
●

●

●

(3.20) (0.10)
0.88 0.05 0.16 0.07

4.84
●

●

●

(3.07) (0.45) (0.76) (0.38)
0.80 0.02 0.22 0.07 0.39

4.86
●

●

●

(2.92) (0.27) (1.28) (0.44) (2.84)
0.87 0.06 0.12 0.13 0.41

5.11
●

●

●

(3.28) (0.69) (0.72) (0.96) (4.57)
0.84 0.01 0.17 −0.01 0.89 0.31

4.77
●

●

●

(3.10) (0.20) (1.45) (0.33) (2.78) (4.00)

Obs. 564
Pr[bc+

t (10, 2)c ≥ 1] 0.85
Pr[bc−t (10, 2)c ≥ 1] 0.82

Table 2. Trading Strategy Returns. Excess and abnormal returns generated by a post-
coincidence comovement trading strategy in which a trader studies the 10 stocks with the
highest and lowest returns over the past 3 months respectively, flags 2-way Fama and French
(1988) industry coincidences, and holds the resulting portfolio position for 1 month. The
parameters α and σε have units of percent per month and percent per

√
month respectively.

The parameters βMkt, βHML, βSMB, βMom, and βiMom are dimensionless. Numbers in paren-
theses are t-statistics. εt denotes the residual of the post-coincidence comovement trading
strategy in each month. Pr[bc+

t (10, 2)c ≥ 1] and Pr[bc−t (10, 2)c ≥ 1] denote the empirical
probabilities that there is a positive or negative coincidence in at least one of the industries
in a given month. Sample: Jan 1965 to Dec 2011.

strategy at the monthly horizon. Second, I estimate the regression specification below:

rCC,t = α + βMkt rMkt,t + βHML rHML,t + βSMB rSMB,t + βMom rMom,t + εt (28)

Returning to Table 2, I also find that the abnormal returns to post-coincidence comovement

remain both statistically and economically significant at 0.80 × 12 = 9.60% per year after

adding a momentum factor to the explanatory variables. Moskowitz and Grinblatt (1999)

give evidence that much of the momentum effect in US stocks can be explained at the

industry level. In addition, I find that the abnormal returns to post-coincidence comovement

are robust to including industry-level momentum in the market model:

rCC,t = α + βMkt rMkt,t + βHML rHML,t + βSMB rSMB,t + βiMom riMom,t + εt (29)
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Holding Period
1mo 3mo 6mo 12mo

R
an

ki
ng

P
er
io
d 3mo 0.84 0.80 0.63 0.39

(3.10) (2.00) (1.79) (1.58)

6mo 0.51 0.45 0.32 0.21

(2.01) (1.64) (1.30) (1.00)

12mo 0.34 0.30 0.19 0.20

(1.40) (1.21) (0.99) (0.87)

Table 3. Trading Strategy Returns: Ranking/Holding Period Variation. Abnormal returns
generated by trading on post-coincidence comovement where a trader studies the 10 stocks
with the highest and lowest returns over the past TRank ∈ {3, 6, 12} months respectively, flags
any 2-way Fama and French (1988) industry coincidences, and holds the resulting portfolio
position for THold ∈ {1, 3, 6, 12} months. The naked parameters represent abnormal returns
relative to the Fama and French (1993) 3 factor model plus momentum and industry mo-
mentum factors in units of percent per month. Numbers in parentheses are t-statistics which
have been corrected for overlapping samples where necessary. Sample: Jan 1965 through Dec
2011.

Thus, it is unlikely that the excess returns generated by industry-level post-coincidence co-

movement are generated by movements in industry specific mispricings or risk characteristics.

The residual plots suggest that the trading strategy is not particularly volatile in any

one time period from Jan 1965 to Dec 2011 and displays relatively random fluctuations

around zero. Looking at this string of figures suggests that post-coincidence comovement

abnormal returns are unlikely to be driven by brief industry coincidence laden time intervals.

In addition, factors besides the excess return on the market add little explanatory power as

shown by the relatively small decrease in the residual standard error when moving down

the rows in each panel. Finally, observe that the excess returns are attenuated by the

fact that some of the time there are no coincidences in the market and a post-coincidence

comovement trading strategy is invested in a riskless bond. The rows Pr[bc+
t (10, 2)c ≥ 1] and

Pr[bc−t (10, 2)c ≥ 1] in Table 2 report that no positive or negative coincidences are found in

any industry about 15% of the time. This observation motivates the alternative specification

in the subsection below.

In Table 3, I examine the abnormal returns over the Fama and French (1993) 3 factor

model plus momentum and industry momentum factors generated by a post-coincidence

comovement trading strategy using various ranking and holding periods. This table reveals
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α βMkt βHML βSMB σε εt
0.87

5.87
●

●

●(3.41)
0.88 −0.05

5.79
●

●

●(3.27) (0.60)
0.81 0.05 −0.04 0.09

5.48
●

●

●(2.98) (0.51) (0.23) (0.50)

Obs. 564
Pr[bc+

t (10, 2)c ≥ 1] 0.87
Pr[bc−t (10, 2)c ≥ 1] 0.87

Table 4. Trading Strategy Returns: Rank Using Full Sample. Excess and abnormal returns
generated by a post-coincidence comovement trading strategy in which a trader studies the
10 stocks with the highest and lowest returns over the past 3 months respectively in the
collection of stocks with the highest 70% of market capitalization each month, flags any 2-
way Fama and French (1988) industry coincidences, and holds the resulting portfolio position
for 1 month. The parameters α and σε have units of percent per month and percent per√

month respectively. The parameters βMkt, βHML, and βSMB are dimensionless. Numbers
in parentheses are t-statistics. εt denotes the residual of the post-coincidence comovement
trading strategy in each month. Pr[bc+

t (10, 2)c ≥ 1] and Pr[bc−t (10, 2)c ≥ 1] denote the
empirical probabilities that there is a positive or negative coincidence in at least one of the
industries in a given month. Sample: Jan 1965 through Dec 2011.

α βMkt βHML βSMB σε εt
0.65

5.01
●

●

●(2.56)
0.66 0.10

4.92
●

●

●(2.41) (0.31)
0.61 0.21 −0.30 0.19

4.86
●

●

●(2.31) (0.56) (0.45) (0.52)

Obs. 564
Pr[bc+

t (10, 2)c ≥ 1] 0.69
Pr[bc−t (10, 2)c ≥ 1] 0.67

Table 5. Trading Strategy Returns: Using 2-Digit SIC Codes. Excess and abnormal returns
generated by a post-coincidence comovement trading strategy in which a trader studies the
10 stocks with the highest and lowest returns over the past 3 months respectively, flags any
2-way industry coincidences using the 2-digit SIC code industry classification system, and
holds the resulting portfolio position for 1 month. The parameters α and σε have units of
percent per month and percent per

√
month respectively. The parameters βMkt, βHML, and

βSMB are dimensionless. Numbers in parentheses are t-statistics. εt denotes the residual of
the post-coincidence comovement trading strategy in each month. Pr[bc+

t (10, 2)c ≥ 1] and
Pr[bc−t (10, 2)c ≥ 1] denote the empirical probabilities that there is a positive or negative
coincidence in at least one of the industries in a given month. Sample: Jan 1965 through
Dec 2011.
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that the abnormal returns are relatively stable as I increase the ranking period from 3

months to 12 months with a trading strategy using a 12 month ranking period generating a

statistically and economically significant 0.84 × 12 = 10.08% per year abnormal return. On

the other hand, post-coincidence comovement tends to disappear as I lengthen the holding

period from 1 month to 12 months with a trading strategy using a 12 month holding period

generating only a 0.39 × 12 = 4.68% per year abnormal return. This long run reversal

of post-coincidence comovement returns is broadly consistent with many other momentum

trading strategies. Next, in Table 4, I replicate the baseline results, but this time looking

at the 10 stocks with highest and lowest past returns among all stocks in the top 70%

by market capitalization each month rather than just within the S&P 500. Since there

are many small firms that traders are unlikely to notice and make inferences from, these

results should be attenuated towards zero which is exactly what I find. Finally, in Table

5, I perform the same exercise using an industry classification system based on 2-digit SIC

codes rather than the Fama and French (1988) system. The drop in the excess returns

is due to the fact that there are more 2-digit SIC codes, 99, than Fama and French (1988)

industries, 49. Thus, the strategy spends around a third of the months invested in the riskless

bond. Nevertheless, the excess returns generated using this alternative industry classification

system are still both statistically and economically significant at 0.65 × 12 = 7.80% per

year. Taken together, this evidence suggests that the excess returns generated by a post-

coincidence comovement trading strategy are not particularly dependent of the gritty details

regarding how “coincidence” is defined.

One concern might be that traders are not in fact paying attention to coincidences, but

rather that these events are good empirical proxies for other sorts of news. For example,

perhaps when I observe both Apple and Dell among the 10 stocks with the highest past

returns, traders are actually looking at computer hardware industry reports and online news

article. Looking only at the empirical tests thus far, such a world would appear to display

post-coincidence comovement even though traders are oblivious to these events. To address

this concern, in Table 6 I replicate the baseline results but this time looking for 2-way

HTTP://WWW.ALEXCHINCO.COM


TRADING ON COINCIDENCES 37

α βMkt βHML βSMB σε εt
0.14

7.03
●

●

●

(1.21)
0.17 −0.33

6.59
●

●

●

(0.58) (2.36)
0.09 0.89 −0.47 1.32

6.32
●

●

●

(0.67) (1.63) (0.86) (1.85)

Obs. 564
Pr[bc+

t (10, 2)c ≥ 1] 0.83
Pr[bc−t (10, 2)c ≥ 1] 0.84

Table 6. Trading Strategy Returns: Bland Coincidences. Excess and abnormal returns gen-
erated by a post-coincidence comovement trading strategy in which a trader studies the stocks
with the 11th-35th highest and lowest returns over the past 3 months respectively, flags any
new 2-way Fama and French (1988) industry coincidences, and holds the resulting portfo-
lio position for 1 month. The parameters α and σε have units of percent per month and
percent per

√
month respectively. The parameters βMkt, βHML, and βSMB are dimension-

less. Numbers in parentheses are t-statistics which are corrected for overlapping samples.
εt denotes the residual of the post-coincidence comovement trading strategy in each month.
Pr[bc+

t (10, 2)c ≥ 1] and Pr[bc−t (10, 2)c ≥ 1] denote the empirical probabilities that there is
a new positive or negative coincidence in at least one of the industries in a given month.
Sample: Jan 1965 through Dec 2011.

coincidences among with stocks with the 11th through 35th highest and lowest past returns.

Since there are many stocks, such a coincidence would still be a signal that an industry might

have realized a shock to fundamentals. However, these coincidences are not eye catching. As

a result, traders should not draw inferences from these “bland” coincidences and I should find

no evidence for comovement following bland coincidences. Consistent with this hypothesis, I

find that none of the estimates for the mean excess or abnormal returns to a trading strategy

based on bland post-coincidence comovement are statistically or economically significant.

The excess returns generated by the industry-level post-coincidence comovement trading

strategy are estimated using historical data, so one might be concerned that these lead/lag

effects and the excess returns more generally might be due to trading costs. I take several

steps to allay this concern. First, I exclude stocks in the bottom 30% of market capitalization

and those with a price of less than one dollar in the current month. Yet, a firm with a

relatively large market cap could be difficult to trade if it is traded infrequently. For instance,

Hou and Moskowitz (2005) suggests that momentum returns may be due to asset specific

trading frictions. In order to address this issue, I compute the traded volume of the average
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stock in the long and short leg of the baseline specification from Jan 1965 to Dec 2011 to the

traded volume of the average stock in the S&P 500 over the same period. The estimated ratio

of 0.47 is a measure of trading capacity and suggests that the strategy’s excess returns are

not being driven purely by investments in stocks with particularly trading capacities. This

statistic implies that the average stock used in the post-coincidence comovement trading

strategy is traded about half as much as the stock of one of the 500 largest publicly traded

companies.

6.3. Post-Coincidence Returns. I now look at the mean excess return for stocks in indus-

tries that realized a coincidence but were not themselves involved in the coincidence. This al-

ternative specification bypasses the problem of not observing any industry-level coincidences

that I encountered when computing the excess and abnormal returns to a post-coincidence

comovement trading strategy. Using this method of analysis, I can also test whether or not

the trading strategy returns documented in the subsection were primarily the result of price

adjustments following fresh coincidences as predicted by the theory. After all, if an industry

previously realized a coincidence, then traders should have already examined its data and

made a decision about whether or not the industry has realized a shock deflating the strat-

egy’s realized returns. I say that industry i has realized a “fresh” coincidence if the industry

realized a coincidence in the period t, c±t−1 = 1, but not in the previous period, c±t−2 = 0. I

refer to the complementary set of coincidences as “stale”.

In the baseline specification I examine the excess returns of all firms in the month following

either a positive or negative industry coincidence, and regress these values on an indicator

variable for whether or not the coincidence was positive as well as firm and month fixed

effects:

rn,t = α 1{c+t−1=1} + γn + δt + εn,t (30)

For a single firm, say IBM, this specification is computing the difference between IBM’s excess

return in the month after Apple and Dell realized a positive coincidence and its excess return

in the month after Cisco and Oracle realized a negative coincidence, subtracting off IBM’s
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Coincidence Type
All Fresh Stale

α
0.92 1.86 0.32

(3.83) (6.01) (1.19)

Month FE Y
Firm FE Y
Clustering Ind. × Month
Obs. 178711 103887 74824
R2 0.15 0.16 0.10

Table 7. Post-Coincidence Conditional Returns. α reflects the ifference between the mean
excess returns in an industry following a positive coincidence and the mean excess return
in the industry following a negative coincidence in units of percent per month. Numbers in
parentheses are t-statistics. “Fresh” coincidences correspond to when c±t−2 = 0. Sample: Jan
1965 through Dec 2011.

mean excess return following a coincidence of either sign as well as the average excess return

of all stocks in each of these months. The coefficient α in units of percent per month is then

the average of these differences over all stocks in an industry that realized both a positive

and a negative coincidence.

Table 7 reports the estimate for α using the baseline specification as well as the estimates

when looking only at fresh and stale coincidences respectively. I cluster all standard errors

at the industry by month level. In the baseline specification, I estimate an α = 0.92%

per month which is quite close to the mean excess return earned by the post-coincidence

comovement trading strategy reported in the first row of Table 2. However, when just

looking at fresh coincidences the estimate of α doubles to 1.86% per month which is both

statistically and economically different from the previously reported results. This finding

suggests that the majority of the excess returns earned by the post-coincidence comovement

trading strategy are earned in the month following a fresh coincidence as predicted by the

theory. For completeness, I examine the estimate of α when looking only at stale coincidences

and find that it is six times smaller than the estimated value for fresh coincidences.

Using this specification, I can also examine the lead/lag structure between large and small

stocks following industry-level coincidences and investigate whether or not the excess returns

generated by trading on post-coincidence comovement might be the result of market frictions.

Lo and MacKinlay (1990) use a vector autoregression specification to show that the returns



40 ALEX CHINCO

of large stocks tend to lead those of small stocks. Subsequently, Hou (2007) found this

same result within industries. As a test of external validity of the trading on coincidences

hypothesis, I investigate whether or not coincidences involving two large firms in an industry

indeed predict the subsequent returns of the small stocks within that industry using the

specification in Equation (31) below:

rn∈{SmallStocks},t = α 1{c+t−1,BothLarge=1} + γn + δt + εn,t (31)

Table 8 reports the coefficient estimate for α in the column labeled “Large/Small”. I find that

coincidences involving two large stocks predict a small stock α of 0.77% per month and is

statistically distinguishable from zero. This evidence suggests that the results in the current

paper are consistent with the existing literature.

Next, I look to see if this effect reverses precisely when two or more of the smallest stocks

in a particular industry realize a coincidence using the analogous specification below:

rn∈{LargeStocks},t = α 1{c+t−1,BothSmall=1} + γn + δt + εn,t (32)

Table 8 reports the coefficient estimate for α in the column labeled “Small/Large”. Uniquely

consistent with the predictions in this paper, I find that coincidences involving two small

stocks predict a large stock α of 1.02% per month that is again statistically distinguishable

from zero.

Finally, I use an event study methodology to give evidence that post-coincidence comove-

ment is the result of boundedly rational learning rather than overreaction. Models such as

Daniel, Hirshleifer, and Subrahmanyam (1998), Hong and Stein (1999), and Rabin (2002)

all predict that cumulative abnormal returns following coincidences should display overreac-

tions and then reversals. Depending on whether or not traders have inflated expectations or

are overly certain following coincidences such as in Daniel, Hirshleifer, and Subrahmanyam

(1998), it could be that we should only see overreactions in the really large coincidences. By

contrast, the cumulative abnormal returns predicted by trading on coincidences should be

persistent and increasing in the number of firms involved in the coincidence.
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Lead/Lag Direction
Large/Small Small/Large

α
0.77 1.02

(3.21) (4.86)

Month FE Y
Firm FE Y
Clustering Ind. × Month
Obs. 17240 12103
R2 0.09 0.13

Table 8. Post-Coincidence Conditional Returns: Large ↔ Small. Large/Small: α reflects
the spread between excess returns of smallest 25% of stocks in industry after positive vs.
negative coincidence involving two stocks in largest 25% of industry’s stocks. Small/Large: α
reflects the spread between excess returns of largest 25% of stocks in industry after positive vs.
negative coincidence involving two stocks in smallest 25% of industry’s stocks. α has units
of percent per month. Numbers in parentheses are t-statistics. Sample: Jan 1965 through
Dec 2011.
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Figure 8. Google Search Intensity. Average monthly search intensity reported by Google
Insights from Jan 2004 to Aug 2012 for query “top 10” within US financial news. Raw
data is dimensionless index of searches for term relative to total number of searches each
month. y-axis, top panel: demeaned index value divided by standard deviation, λt. y-axis,
bottom panel: month fixed effects, γMon(t), from the predictive search intensity autoregression
λt = α+ β λt−1 + γMon(t) + ςt.

I look at the cumulative abnormal returns from January to December each year following

industry coincidences in stock returns from October to December in the previous year. I

do this to minimize the amount of overlap in the ranking and holdings periods since a

http://www.google.com/insights/search/
http://www.google.com/insights/search/
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Figure 9. Event Study. Cumulative abnormal returns computed relative to the market model
in units of 1/month following a K ∈ {2, 3,≥ 4}-way coincidence in the 10 stocks with the
highest and lowest returns during Oct through Dec of each year. Sample: Jan 1965 to Jan
2010 inclusive.

coincidence in attribute (h, i) in month t will raise the prices of stocks with attribute (h, i)

in month (t + 1) and make it more likely that I will find subsequent coincidences in that

attribute. I look at January coincidences because traders appear to search for the query

“top 10” most intensely in January as shown in Figure 8.

Figure 9 plots the cumulative abnormal returns to post-coincidence comovement for co-

incidences of varying sizes. While there is some overreaction in the K = 2 panel, there is

no evidence for overreaction in either of the other two panels where the predominant effect

is an initial underreaction to an industry specific shock. What’s more, the magnitude of

the cumulative abnormal returns are ordered just as predicted in Proposition 3. While this

evidence does not conclusively rule out a behavioral explanation, it does suggest that traders

are actually learning from (large) coincidences rather than simply overreacting to them.

Interestingly, there is one behavioral bias that predicts overreactions to small coincidences:

birthday paradox bias—the counterintuitive result that in a room containing only 23 people,

there is a greater than 50% chance that at least two people will share the same birthday.
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Assume for simplicity that the birthday of each person is chosen independently and uniformly

at random from a 365 day year. This problem was first formulated in von Mises (1939) and

is the most well known of the so-called balls in bins problems in the probability and statistics

literature and is closely related to the coupon collector and birthday attack problems in the

computer science literature.

To compute the true probability of coincidence, imagine a queue of people walking into a

room one by one and consider the probability that each subsequent person doesn’t share a

birthday with any of the people already in the room. The true probability that 23 people in

a room all have different birthdays is clearly given by:

50% ≈ 1−
(

1− 1

365

)(
1− 2

365

)(
1− 3

365

)
· · ·
(

1− 22

365

)
(33)

However, studies such as Matthews and Blackmore (1995), not to mention countless class-

room experiments, give evidence that people naturally guess a coincidence probability which

is log-linearly increasing in the number of people in the room. This guess corresponds to

Bill asking the series of questions: “What is the probability that I share the same birthday

with person number 2?” “What is the probability that I share the same birthday with person

number 3?”. . . As shown in Panel (a) of Figure 10, this line of questioning counts only the

22 birthday matches between Bill and the other people in the room:

6% ≈ 1−
(

1− 1

365

)22

(34)

Panel (b) of Figure 10 reflects the full complement of all possible birthday matches. Com-

paring the two panels shows that the naïve guess ignores birthday matches which might

occur between persons 2 and 3, persons 2 and 4, etc. . . These second order matches are the

vast majority of the possible matches. Critically, the extent of this bias is decreasing in the

size of the coincidence. After, the probability that, say, 10 out of 23 people share the same

birthday is essentially zero no matter how naïve people are.

In summary, while there may be some evidence for overreactions to coincidences, it is at

best weak. It is certainly not true that all coincidence sizes are followed by overreactions
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Figure 10. Birthday Paradox Bias. Agent 1 suffers from birthday paradox bias. Panel (a):
Thick red lines represent the 22 salient matches that come to mind when Agent 1 considers
the probability that two out of 23 people share the same birthday corresponding to Equation
(34). Panel (b): Thin black lines represent possible birthday matches that Agent 1 fails to
consider corresponding to Equation (33).

ruling out stories such as Hong and Stein (1999) and Rabin (2002) based on errors in signal

means. What’s more, while the ordering of the cumulative abnormal returns is consistent

with the predictions in this paper, it is inconsistent with stories such as Daniel, Hirshleifer,

and Subrahmanyam (1998) based on errors in signal precisions. Finally, the most likely

form of overreaction stems from birthday paradox bias where traders would overreact only

to small coincidences. Regardless of the preferred interpretation, attribute coincidences play

a central role.

7. Computational Complexity

In this section, I analyze the computational complexity of trading on coincidences. First,

in Subsection 7.1, I compute the time cost of searching for attribute-specific cash flow shocks

by brute force search as well as by trading on coincidences. This exercise illustrates exactly

why the brute force approach is computationally infeasible for real world traders and also

demonstrates that trading on coincidences is much simpler to use in practice. Of course, this

simplicity comes at a price. In Subsection 7.2, I compute the expected number of additional
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trading periods it will take agents to learn about a new attribute-specific cash flow shock

when they trade on coincidences.

7.1. Cognitive Savings. How much easier is trading on coincidences than following a brute

force strategy? Traders using this inference strategy would have to compute the mean

dividend payout of the cluster of stocks with each of the A possible attributes every single

period. By analogy, if a crossword puzzle solver followed a brute force approach, he would

have to plug in each and every letter combination into the available squares and then check

to see if the resulting words were the solutions to the given clues. Because there are many

stocks with each attribute, N/I � 1, this collection of sample means reveals the true state of

the world. However, such a strategy would involve sorting the N stocks into the I different

levels for each of the H characteristics at a cost of O(H N log I) operations each period.

Moreover, this approach would require traders to hold in their memory the entire (N × 1)-

dimensional vector of dividend payouts as well as the entire (N ×H)-dimensional vector of

stock attributes.

By contrast, if agents trade on coincidences, then they only need to look for common

attributes among each of the possible K stock combinations in the J stocks with the high-

est and lowest past returns to spot a positive or negative K-way coincidence. Thus, the

number of operations to perform per coincidence in a particular characteristic, h, will scale

with H
(
J
K

)
. Multiplying through by the number of coincidences per characteristic and the

cognitive costs of computing the sample mean gives the second factor of N . Furthermore,

this inference strategy does not require agents to haul around the entire list of attributes

and dividend payouts. Instead, agents simply need to review the two (H × J)-dimensional

matrices containing the attributes of the stocks with the highest and lowest returns.

Proposition 4 (Cognitive Savings). If there are roughly as many dimensions on which to

sort stocks as there are stocks, H = O(N), then in the average case:

(1) A brute force inference strategy requires traders to perform O(N3 log I) operations

on O(N2) stored values.
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(2) Trading on coincidences requires traders to perform O(N2) operations on O(N) stored

values.

How should we interpret O(N3 log I) operations? Is this a big number? Is it a small

number? To make sense of this proposition, I convert numbers of operations into lengths

of time by considering a world where computers can execute one million operations per

second.26 In this setting, it would take a little over 22 days to compute the sample mean of

each of the stock market’s A attributes:

22.41days =
[
70003 log2(50)

]
ops×

(
1sec

106ops

)
×
(

1day

86400sec

)
(35)

where I assume that each characteristic displays around I = 50 levels. Thus, computers

would need to work around the clock for more than a trading month to check every attribute

for a cash flow shock as depicted in Figure 11. Thus, the brute force approach to searching for

attribute-specific cash flow shocks is computationally infeasible in a mathematically precise

sense.

By using coincidences among the stocks with the highest and lowest past returns to direct

their attention, traders can lower their cognitive load by several orders of magnitude. While

an agent following a brute force approach would take days to search for attribute-specific

cash flow shocks, an agent trading on coincidences in the full sample of actively traded

stocks in the CRSP database would need to perform a little less than a minute’s worth of

computations on the same computer:

49sec = 70002
ops×

(
1sec

106ops

)
(36)

While the precise length of time required to make this computation will vary with factors such

as the state of the art CPU clock rate, the number of stocks, and the granularity of traders’

classification system, the point of this calculation is to emphasize that (a) these costs are

non-negligible and (b) trading on coincidences dramatically reduces agents’ computational

26Millions of instructions per second (MIPS) is a standard unit of a computer’s processing speed (or “clock
rate”) reported by computer processor manufacturing companies.
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Figure 11. This figure characterizes how the set of feasible inference strategies changes
as traders lengthen their investment horizon. Holding the CPU clock rate constant
at one million operations per second, each point in the plane corresponds to an
(investment horizon, inference strategy) tuple. x-axis: Number of seconds per trading pe-
riod (e.g., 22 × 86400 = 1900800sec for the monthly horizon). y-axis: Expected number of
seconds required to search for an attribute-specific cash flow shock using a given inference
strategy (e.g., trading on coincidences requires 49sec). Strategies below the dashed 45o line
are feasible since they can be completed prior to the end of the trading period.

burden. Thus, for exactly the same reason that no one spends their Sunday morning solving

the New York Times crossword puzzle by checking all possible letter combinations, a brute

force inference strategy is computationally infeasible for real world traders.

7.2. Heuristic Efficiency. The computational ease of trading on coincidences comes at

a cost: sometimes traders will not notice attribute-specific cash flow shocks right away.

In this subsection, I analyze the efficiency of trading on coincidences as measured by the

expected number of additional trading periods it would take traders to discover an attribute-

specific cash flow shock relative to a brute force strategy which always immediately uncovers

any attribute-specific shock in only one period. Note that this definition overstates the

inefficiency of trading on coincidences since it will in general not be feasible to follow a

brute force trading strategy. In such a world, the “best” inference strategy would still not

immediately spot every single attribute-specific cash flow shock.
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The key observation is that if traders only update their beliefs about an attribute following

a coincidence, then the time till discovery follows a geometric distribution with intensity

parameter λ(J,K) given by Equation (13) denoting the probability that a cash flow shock in

attribute (h, i) in period t manifests itself as a coincidence in attribute (h, i) in period t given

that traders entered into the period believing that no shock had previously occurred. The

number of periods until traders discover an attribute-specific cash flow shock is given by the

probability that the first success requires l independent trials, each with success probability

λ:

f(l) = {(1− λ(J,K)) (1− ρ)}l−1 λ(J,K), l = 1, 2, 3, . . . (37)

Proposition 5 (Heuristic Efficiency). Agents trading on coincidences discover a fraction

λ/(λ+ ρ− λρ) of the attribute-specific cash flow shocks after an average of λ/(λ+ ρ− λρ)2

periods.

Using the estimate of λ(10, 2) = 0.805 from Figure 3 and the parameter values I = 50,

N = 104, σε = 0.10, δ = 0.10, and ρ = 0.04 which roughly corresponding to the market I

study in the empirical analysis, I compute that agents trading on coincidences will discover

99% of the attribute-specific cash flow shocks after waiting an additional 0.22 months on

average. This choice of ρ = 0.04 implies that attribute specific cash flow shocks last 25

months on average or about 2 years. This result indicates that it only takes boundedly

rational agents trading on coincidences an extra 0.22period × 22days/period = 4.80days or so to

infer an industry-specific dividend shock relative to a cognitively unconstrained agent.

8. Conclusion

This paper is motivated by a simple question: “How do real world traders pick investment

opportunities to analyze each period?” While there are surely times when traders have a

hard time valuing particular assets,27 just figuring out which assets to analyze is a chal-

lenging problem in its own right. I model traders facing an attention allocation problem.
27For example, think of the difficulty of pricing collateralized debt obligations as studied in Arora, Boaz,
Brunnermeier, and Rong (2011).
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Motivated by anecdotal evidence, I then hypothesize a particular heuristic solution: traders

use coincidences among the ten stocks with the highest and lowest past returns to focus

their attention on attributes which are more likely to have realized a cash flow shock. To

test this hypothesis, I show that stock returns will display post-coincidence comovement if

traders adopt this inference strategy. I then report empirical evidence demonstrating that

post-coincidence comovement is both statistically measurable as well as profitably tradable.

Finally, I analyze the computational savings agents realize by trading on coincidences, and

suggest the expected time until agents discover an attribute-specific cash flow shock as a

quantitative measure of this heuristic’s efficiency.

Our reactions to unexpected patterns and coincidences is that these responses are in some

sense hardwired. Recent evidence suggests that unexpected patterns or conflicts with existing

mental models attract people’s attention. For instance, Botvinick, Braver, Barch, Carter,

and Cohen (2001) write that “detection of conflict may be among the functions of a particular

area of the human frontal lobe, the anterior cingulate cortex (ACC),” and Kerns, Cohen,

MacDonald III, Cho, Stenger, and Carter (2004) find that “ACC conflict-related activity

predicts both greater prefrontal cortex activity and adjustments in behavior, supporting a

role of ACC conflict monitoring in the engagement of cognitive control.”

This biological foundation gives a possible route around the infinite regress usually asso-

ciated with boundedly rational decision problems. The events “three people with the same

birthday” and “three stocks in the same industry” both draw our attention for the exact same

reason. As a result, it is possible to independently establish which are the most eye-catching

patterns in a lab or other settings. For instance, Gilovich, Vallone, and Tversky (1985) give

evidence that people find scoring streaks (the “hot hand” phenomenon) in basketball partic-

ularly salient. Joe Dimaggio’s 56-game hitting streak is perhaps the most studied rare event

in sports. See Reifman (2011) for an overview. In a similar fashion, people often point to

streaks of particularly high or low returns as noteworthy events as analyzed in Appendix C.
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Appendix A. Proofs

Proof of Proposition 1. Since all results are symmetric with respect to the sign and

location of the shock, I restrict my attention to positive shocks in a particular attribute

(h, i) unless otherwise specified. To prove Proposition 1, I work in 4 steps:

(i) Show that as N → ∞, the probability that a positive attribute-specific cash flow

shock manifests itself as a positive K-way coincidence approaches 1.

(ii) Compute the number of K-way coincidences that traders expect to observe condi-

tional on no attribute realizing a cash flow shock.

(iii) Apply Bayes rule to get an expression for θ(J,K).

(iv) Show that for I � 1, all other terms except for those derived in steps (i) and (ii) in

the expression for θ(J,K) are negligible.

Step (i): Theorem 2 from Dwass (1966) characterizes the nth largest value out of N samples

drawn independently and identically from the standard normal distribution as a function of

two coefficients aN and bN as illustrated in Figure 2. These coefficients depend only on the

sample size, N , and not the particular value of the order statistic in question, n. Theorem

2 due to Galambos (1978) then gives the appropriate constants aN and bN .

Let g(x) denote the density of the Gumbel distribution:

g(x) = e−x e−e
−x

with G(x) = e−e
−x denoting its cumulative distribution function. Next, let G(n:N)(x) denote

a candidate cumulative distribution function for the nth largest draw from the standard

normal distribution:

G(n:N)(x) = G(x)
N−n∑

j=0

e−jx

j!

Theorem 1 (Dwass (1966)). Let (x1, x2, . . . , xN) be random variables drawn independently

and identically from a standard normal distribution, N(0, 1). Then, for constants aN > 0

and bN as well as some positive constant γn > 0, the cumulative distribution function of the
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5 x̂(100:100) + 3, x̂n ∼ N(0, 1)
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(b) N = 100 CDF Approximation

Figure 12. Panel (a): The simulated density of the largest value of 100 draws from a
normal distribution with mean µ = 3 and standard deviation σ = 5. In the top frame, I
sample from the standard normal distribution, N(0, 1), then scale the largest value ex post. In
the bottom frame, I sample directly from a normal distribution, N(3, 5), and report the largest
value. Panel (b): Empirical (red,solid) and approximate (blue, dashed) cumulative density
of the largest value of 100 draws from a normal distribution with mean µ = 3 and standard
deviation σ = 5. Theorem 2 bounds the absolute value of the maximum vertical distance
between the solid red and dashed blue lines as a function of the sample size, N = 100, and
shows that this distance shrinks to 0 as the sample size grows large, N →∞.

nth highest value, x(n:N), is characterized by:

sup
x∈R

∣∣∣∣Pr

[(
x(n:N) − bN

aN

)
≤ x

]
−G(n:N)(x)

∣∣∣∣ = O

[
γn

log(N)

]

Theorem 2 (Galambos (1978)). Let (x1, x2, . . . , xN) be independently and identically dis-

tributed random variables drawn from a standard normal distribution, N(0, 1). Then, the

coefficients aN and bN from Theorem are given by:

aN = 1/
√

2 log(N), bN =
1

aN
+ O(1/ log(N))

I now use Theorems 2 and 2 to show that a positive attribute-specific cash flow shock will

manifest itself as a positive K-way coincidence with probability 1 as N →∞. The intuition
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Figure 13. Top Panels: Empirical (histogram) and approximate (red, dashed) distribution
of the 2nd highest return from among the N/I shocked attributes with mean cash flows of
$δ per period. Bottom Panels: Empirical (histogram) and approximate (red, dashed) dis-
tribution of the 9th highest dividend from among the N(1 − 1/I) stocks in the remaining
attributes with mean cash flows of $0 per period. Result: Moving from left to right as the
number of stocks in the economy increases from 103 to 105, the 2nd highest return from the
stocks in the shocked attributes eventually always exceeds the 9th highest return from among
the N(1 − 1/I) stocks in the remaining attributes. Parameters: I = 50, δ = 0.20, and
σε = 0.10.

behind this result is as follows. As N → ∞, the distribution of the (N − k)th largest value

drawn from the standard normal distribution is quite close to the distribution of the largest

value. What’s more, the largest value, x(N :N), scales with
√

2 log(N). As N → ∞, the gap

between the largest return of the stocks in the shocked attribute and the largest return of the

stocks in the remaining attributes due to sample size,
√

2 log(N(I − 1)/I) −
√

2 log(N/I),

shrinks to zero. Thus, any tiny increase in the mean return of the stocks in the shocked

attribute will make up for its smaller sample size as N → ∞. The rate of convergence will

depend on the total number of assets, N , and the coincidence parameters, J and K. Figure

13 illustrates this result for the instance of K = 2 and J = 10 as N grows from 103 to 105.

Proof of Lemma 1. First, I use Theorem 2 to characterize the extreme value distributions

of the Kth highest draw from the shocked attribute, r(K), and the [J − (K − 1)]th highest
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draw from the remaining assets, r(J):28

sup
r∈R

∣∣∣∣Pr

[
1

aN/I

(
r(K) − δ
σε

− bN/I
)
≤ r

]
−G(K)(r)

∣∣∣∣ = O

(
γK

log(N/I)

)

and also:

sup
r∈R

∣∣∣∣Pr

[
1

aN(1−1/I)

(
r(J)

σε
− bN(1−1/I)

)
≤ r

]
−G(J)(r)

∣∣∣∣ = O

(
γJ

log(N(I − 1)/I)

)

where γJ , γK > 0 are positive constants that depend on the coincidence parameters J and K.

Suppose that y(K) ∼ G(K) and y(J) ∼ G(J). Thus, the probability that the Kth highest return

from the shocked attribute exceeds the (J − [K − 1])th highest return from the remaining

attributes can be written as, Pr
[
r(K) ≥ r(J)

]
, for r(K) and r(J) distributed as:

r(K) ∼ σε
(
aN/Iy(K) − bN/I

)
+ δ

r(J) ∼ σε
(
aN(1−1/I)y(J) − bN(1−1/I)

)

Plugging in the values of aN/I , aN(1−1/I), bN/I , and bN(1−1/I) from Theorem 2 and taking the

limit as N →∞ yields:

Pr
[
r(K) ≤ r(J)

]
= O(γJ,K/ log(N))

where γJ,K > 0 is a positive constant that depends on J and K. �

Step (ii): Lemma 2 characterizes the expected number of K-way coincidences that traders

expect to observe among the stocks with the highest J returns conditional on no attribute-

specific cash flow shocks occurring in any of the A attributes.

Proof of Lemma 2. This calculation corresponds to the number of ways that traders can

draw K stock combinations from among the J stocks with the highest returns in the previous

period,
(
J
K

)
, times the probability that any particular K-way stock combination all share the

same level for characteristic h, I−(K−1), times the total number of characteristics, H. �

28The full subscripts would be r(K) = r(N/I−[K−1]:N/I) and r(J) = r(N(I−1)/I−[J−K]:N(I−1)/I).
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Step (iii): I now apply Bayes’ law to get an expression for θ(J,K). First, I rewrite this

probability as:

θ(J,K) = Pr
[
xt = 1

∣∣c+
t (J,K) = 1

]
=

Pr
[
c+
t (J,K) = 1

∣∣xt = 1
]

Pr [xt = 1]

Pr
[
c+
t (J,K) = 1

]

Next, I decompose the denominator into is various components:

Pr
[
c+
t (J,K) = 1

]
=

π

2A
Pr
[
c+
t (J,K;h, i) = 1

∣∣xt(h, i) = 1
]

+
π

2A
Pr
[
c+
t (J,K;h, i) = 1

∣∣xt(h, i) = −1
]

+
π

2A

∑

(h′,i′)6=(h,i)

Pr
[
c+
t (J,K;h, i) = 1

∣∣xt(h′, i′) = 1
]

+
π

2A

∑

(h′,i′)6=(h,i)

Pr
[
c+
t (J,K;h, i) = 1

∣∣xt(h′, i′) = −1
]

+ (1− π)Pr
[
c+
t (J,K;h, i) = 1

∣∣zt = 0
]

The first and last terms denote the respective probabilities of realizing a meaningful or

meaningless coincidence as defined in Lemmas 1 and 2. The π/(2A) factors denote the

unconditional probability that any particular attribute will realize a positive cash flow shock.

The (1 − π) factor in the final term denotes the probability that no attribute will realize a

cash flow shock.

Step (iv): I conclude the proof by cleaning up these middle 3 rows. First, note that the

probability of realizing a positive coincidence in attribute (h, i) conditional on zt = 0 is given

by:

Pr
[
c+
t = 1

∣∣zt = 0
]

= E
[
bc+
t c
∣∣zt = 0

]
/A

Next, consider the 2nd row representing the probability that attribute (h, i) displayed a

positive coincidence even though it in fact realized a negative cash flow shock. For the same

reasons as outlined in the proof of Lemma 1:

lim
N→∞

Pr
[
c+
t = 1

∣∣xt = −1
]

= 0
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Now, examine the 3rd and 4th rows which contain the probabilities that attribute (h, i)

displays a positive coincidence when some other attribute has realized a positive or negative

cash flow shock respectively. Both these terms are bounded as follows where the arguments

to c+
t are (J,K, I;h, i) unless otherwise specified:

Pr
[
c+
t (J −K,K, I) = 1

∣∣zt = 0
]
< Pr

[
c+
t = 1

∣∣xt(h′, i′) = 1
]
< Pr

[
c+
t = 1

∣∣zt = 0
]

Pr
[
c+
t = 1

∣∣zt = 0
]
< Pr

[
c+
t = 1

∣∣xt(h′, i′) = −1
]
< Pr

[
c+
t (J,K, I − 1) = 1

∣∣zt = 0
]

Thus, using the expression for Pr
[
c+
t = 1

∣∣zt = 0
]
given in Lemma 2, the average of these

cross-terms for each attribute (h′, i′) 6= (h, i) can be shown to be within O(1/IK) of the

probability of realizing a coincidence in attribute (h, i) conditional on no attribute realizing

a cash flow shock:
(

Pr
[
c+
t = 1

∣∣xt(h′, i′) = 1
]

+ Pr
[
c+
t = 1

∣∣xt(h′, i′) = −1
]

2

)
= Pr

[
c+
t = 1

∣∣zt = 0
]

+ O(I−K)

I can then write the denominator as:

Pr
[
c+
t = 1

]
=

π

2HI
Pr
[
c+
t = 1

∣∣xt = 1
]

+
π(HI − 1)

H2I2
E
[
bc+
t c
∣∣zt = 0

]

+
1− π
HI

E
[
bc+
t c
∣∣zt = 0

]
+ O(H−2I−(K+2))

=
π

2HI
Pr
[
c+
t = 1

∣∣xt = 1
]

+
1

HI
E
[
bc+
t c
∣∣zt = 0

]
+ O(H−2I−2) + O(H−2I−(K+2))

Thus, plugging in this denominator into the expression for θ(J,K) and looking at the limit

as N →∞ yields the desired result since A > E
[
bc+
t c
∣∣zt = 0

]
and H = Ω(N). �

Proof of Proposition 2. The sample mean dividend payout of each attribute-specific

cluster of firms has the distribution:
(

1

N/I

∑

n

dn,t an(h, i)− xt(h, i)
)
∼ N

(
0,

σ2
ε

N/I

)

Thus, in the limit as N/I →∞ then traders know each xt(h, i) with certainty after observing

an attribute-specific coincidence and computing the mean dividend payout of that attribute.

If x̃n,t = 0,then clearly its cum-dividend price pn,t+1 = 0. Suppose that x̃n,t = 1. Then, I can
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write out the standard Euler equation:

pn,t+1 = E [dn,t+1|x̃n,t] + β(1− ρ)E [pn,t+2|x̃n,t+1 = 1]

Observing that pn,t+1 = E [pn,t+2|x̃n,t+1 = 1] yields the desired result:

pn,t+1 = (1− ρ)δ + β(1− ρ)pn,t+1 =

(
1− ρ

1− β(1− ρ)

)
δ

�

Proof of Proposition 3. If attribute (h, i) realizes a K-way coincidence in month t, then

its cumulative abnormal returns will be given by:

CARt+T =
T∑

τ=1

(
1

N/I

N∑

n=1

εn,t+τ an(h, i)

)

where εn,t+τ denotes the abnormal returns of a stock n in month (t + τ). Conditional on

a positive cash flow shock having occurred, all stocks with attribute (h, i) will realize an

abnormal return given by the equation below in month (t+ 1):

E
[
εn,t+1

∣∣c+
t = 1, xt = 1

]
=

(
1− ρ

1− β(1− ρ)

)
δ

and an abnormal return of 0 in all subsequent periods (t + τ) since the expected dividends

gained from being in the shock state are exactly offset by the expected price depreciation

due to reverting back from the shock state to normalcy. Conditional on no shock having

occurred, the price will not move following a coincidence. Thus, since the probability of

a cash flow shock conditional on observing a coincidence is given by θ(J,K), the expected

cumulative abnormal returns will be given by a step function below:

E
[
CARt+T

∣∣c+
t (J,K) = 1

]
= θ(J,K)

(
δ(1− ρ)

1− β(1− ρ)

)

�

Proof of Proposition 4. For agents following a brute force strategy, each sample mean

computation for stocks with attribute (h, i) requires N/(2I) operations via the Cholesky
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Figure 14. Mergesort Recursion Tree. For each of the A attributes traders must select the
relevant N/I stocks. This selection procedure involves sorting the collection of N stocks once
for each of the H characteristics. Each sort has average case computational costs on the
order of O(N log2 I) when N/I > 1. Derivation of these costs is depicted by the recursion
tree above where agents first divide the array of N stocks into 2 (possibly empty) subarrays
where every element of the first set is less than or equal to any element in the second set,
then sort the two subarrays by recursive calls, and finally recombine the results. Since there
are only I keys, agents should need only log2(I) recursive calls to completely order the N
values.

decomposition method, and sorting the stocks into their I different levels for each of the H

attributes demands O(N log I) operations in the average case as depicted in Figure 14:

# [Total Ops] ∝ # [Chars]×# [Ops per Sort]×# [Levels]×# [Ops to Avg]

= H O(N log I) I

(
N

2I

)
= O(N3 log I)

It is possible to sort N values with I keys using only O(N) in special circumstances; however,

this does not change the qualitative implications as computing each of the A different sample

means would still require O(N3) operations. Agents need to know the (N × 1)-dimensional

vector of dividend payouts, the (N×H)-dimensional matrix of attributes for each stock, and

the (H × I)-dimensional matrix of all possible attribute levels:

# [Total Items] ∝ # [Stocks] + # [Realized Attr] + # [Attr] = N (1 +H) + A = O(N2)
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An agent trading on coincidences needs to make (J
K) comparisons to look for K-way co-

incidences among the J stocks with the highest past returns in each of the H possible

characteristics:

# [Total Ops] ∝ # [Ops to Avg]×# [Coinc per Char] # [Chars]×# [Comps per Char]

=
N

2I

E[bc+(J,K)c]
H

H

(
J

K

)
= O(N2)

where the last line follows from the observation that E[bc+(J,K)c]/H < 1/I when I � J as

in Figure 4. These computations only require the knowledge of the H attributes of each of

the J stocks with the highest and lowest past returns HJ = O(N). �

Proof of Proposition 5. The number of periods before traders notice an attribute-specific

cash flow shock is governed by a geometric distribution which defines the discrete distribution

over the number of independent Bernoulli trials, l, each with probability of success λ(J,K)

needed to get one success supported on the set l ∈ {1, 2, 3, . . .}. Thus, the probability that

traders discover a shock is given by:

∞∑

l=1

f(l) =
∞∑

l=1

(1− λ)l−1(1− ρ)l−1λ = λ
∞∑

l=1

(1− {λ+ ρ− λρ})l−1 = λ

(
1

λ+ ρ− λρ

)

and the expected number of periods until agents trading on coincidences discover a cash flow

shock is given by the mean of the geometric distribution:

E[l] =
∞∑

l̄=1

f(l̄) l̄ =
∞∑

l̄=1

(1− λ)l̄−1(1− ρ)l̄−1λ l̄ = λ

∞∑

l̄=1

(1− {λ+ ρ− λρ})l̄−1l̄

= λ

[
∞∑

l̄=1

(1− {λ+ ρ− λρ})l̄−1 +
∞∑

l̄=2

(1− {λ+ ρ− λρ})l̄−1 +
∞∑

l̄=3

(1− {λ+ ρ− λρ})l̄−1 + · · ·
]

= λ

[
1

λ+ ρ− λρ +
1− {λ+ ρ− λρ}

λ+ ρ− λρ +
(1− {λ+ ρ− λρ})2

λ+ ρ− λρ + · · ·
]

=
λ

λ+ ρ− λρ
[
1 + (1− {λ+ ρ− λρ}) + (1− {λ+ ρ− λρ})2 + · · ·

]

=
λ

λ+ ρ− λρ

[
1

λ+ ρ− λρ

]
=

λ

(λ+ ρ− λρ)2

�
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Characteristic Level Example
Industry Railroads Pástor and Veronesi (2009): Steam engines were a new and more

efficient source of power for railroad engines. Railroad companies
realized higher than average price to dividend ratios in the 1830s
and 1840s until the widespread realization of the value of this new
technology in 1857.

Country Chile Barro (2006): Government policies created adverse business con-
ditions in Chile in the early 1980s. As a result, real stock returns
fell by −37.0%/yr from 1981 to 1982 and real GDP fell by 18.0%
during the same period.

Main Customer Callaway Golf Cohen and Frazzini (2008): Coastcast Corp is a manufacturer
of golf club heads whose major customer (50% of sales) was Call-
away Golf Corp. Callaway lowered its Q2 2001 revenue projections
by $50mil. Coastcast’s returns fell by 20% over the subsequent 2
months.

CEO College Wharton School Cohen et al. (2010): The sizes of a fund manager’s position in a
firm and his subsequent returns are both larger if the manager
and the firm’s CEO were both Wharton MBA graduates, class of
1970.

Debt Covenant Chart House
Enterprises

Chava and Roberts (2008): After violating a capital require-
ment covenant, Chart House Enterprises postponed any signifi-
cant restaurant remodeling as part of their agreement with the
lender. Lenders have varying levels of control rights following a
covenant violation.

Ownership
Structure

Wallenberg
Family

Morck et al. (2005): The Swedish Wallenberg family controls SEB,
a large Swedish universal bank, which mitigates the information
asymmetry problem between borrowers within the Wallenberg
Family control pyramid and allows firms in a pyramidal group
preferential access to bank financing.

Corp Gover-
nance

Elaine Chao Fich and Shivdasani (2006): Ms. Chao was one of the 10 busiest
directors among large US corporations holding directorships at CR
Bard, Clorox, Columbia/HCA Healthcare, Dole Foods, Northwest
Airlines, and Protective Life. The mean 2-day cumulative abnor-
mal return for these 6 firms is 3.8% (t-stat = 2.2) and the median
CAR is 3.05%. All 6 firms in the study elicit positive investor
reactions at announcement.

Main Lender Citigroup Lin and Paravisini (2011): Banks involved in loan syndication
and security underwriting for Enron were targets of lawsuits which
culminated in out of court settlements. Citigroup reported $1.66bil
in payments and $4.25bil in forgone claims due to Enron-related
fraud litigation in 2008 which affected its ability to underwrite
future loans.

Labor Agree-
ment

National Linen
Service

Lee and Mas (2012): In March 1999, workers at National Linen
Service (NLS) voted to organize a union. By March 2001, the
price of NLS shares had fallen by 15%; however, the market index
had increased by about 25% since the election.

Product Market
Competition

Safeway Chevalier (1995): The entrance of Safeway into adjacent geo-
graphic regions in 1986 following a leveraged buy out populated
by other national grocery store chains lowered the value of these
competing firms.

Major Share-
holders

David Murdock Holderness and Sheehan (1985): David Murdock purchased stock
in Cannon Mills Co and then cut costs by firing front-office em-
ployees, laying off 2000 millworkers, and warning the remaining
workers that their jobs were on the line.

Table 9. Attribute-specific shocks from the macroeconomics and finance literatures.
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Industry Mean Std. Dev. Min Q25 Q50 Q75 Max
Agriculture 10.9 4.8 2 8 12 15 20

Aircraft 17.6 4.8 7 15 17 22 27
Apparel 39.5 7.8 24 33 40 44 60

Autos and Trucks 55.1 7.9 39 49 55 59 79
Banking 211.3 142.8 22 121 204 284 561

Beer and Liquor 12.6 4.0 4 10 12 16 22
Business Serv. 149.0 77.0 12 98 161 220 270
Business Supp. 40.4 10.5 18 33 43 46 64

Candy and Soda 12.7 3.7 6 10 13 16 21
Chemicals 68.6 10.4 50 59 69 78 89

Coal 7.7 2.6 3 6 8 9 12
Communication 78.1 49.9 17 39 66 122 208

Computer Hardware 80.5 45.4 15 52 70 126 163
Computer Software 114.8 119.3 0 1 82 190 430

Construction 34.7 13.6 7 30 38 44 62
Construction Mat. 93.0 35.9 27 69 91 122 170
Consumer Goods 72.4 22.3 28 55 80 92 116

Defense 6.8 2.2 3 4 7 9 12
Electrical Eq. 63.9 36.8 22 31 52 90 154
Electronic Eq. 140.7 63.2 32 90 152 196 256
Entertainment 31.8 13.6 11 20 33 42 65

Fabricated Prod. 12.4 5.4 3 7 13 17 22
Food Prod. 57.6 11.4 39 51 56 61 97
Healthcare 45.1 33.1 0 15 50 69 109
Insurance 100.6 51.9 4 82 118 141 165
Machinery 113.1 24.1 70 91 116 134 157

Meas. and Ctrl. Eq. 51.0 20.1 14 38 56 65 88
Medical Eq. 65.9 38.4 7 36 69 101 139

Ind. Met. Mining 29.6 6.0 17 26 29 35 45
Other 27.4 19.5 1 14 25 44 102

Personal Serv. 27.0 14.2 2 17 29 39 62
Petrol. and Natural Gas 151.0 41.6 70 136 160 176 240

Pharma. Prod. 110.9 74.6 24 39 104 186 252
Precious Met. 35.7 16.7 12 25 28 54 70

Printing and Publishing 34.8 10.4 12 28 38 42 50
Real Estate 30.2 14.2 9 17 32 41 61
Recreation 26.9 6.1 13 23 27 31 45

Restaurants and Hotels 58.2 26.0 10 49 60 76 110
Retail 161.4 40.4 73 138 172 190 237

Rubber and Plastic Prod. 21.5 10.4 5 11 21 32 39
Ship. and RR Eq. 7.0 1.9 4 6 7 8 14

Shipping Containers 20.4 10.0 4 14 20 30 40
Steel Works Etc. 63.8 11.1 40 57 63 73 88

Textiles 27.5 11.9 5 21 28 34 58
Tobacco Prod. 8.3 1.7 5 7 8 9 13

Trading 319.8 181.4 30 226 328 476 636
Transportation 86.8 16.8 52 75 88 98 125

Utilities 152.8 30.1 110 119 164 181 192
Wholesale 99.5 52.9 14 75 100 134 215

Total 3288.4 1081.2 1306 3019 3458 3981 5148

Table 10. Number of Firms. Number of firms in each of the Fama and French (1988)
industries from Jan 1965 to Dec 2011. The row labeled “Total” denotes the cross-industry
summation.

HTTP://WWW.ALEXCHINCO.COM


TRADING ON COINCIDENCES 65

Industry Mean Std. Dev. Min Q25 Q50 Q75 Max
Agriculture 0.1 0.0 0.0 0.0 0.1 0.1 0.2

Aircraft 1.0 0.2 0.4 0.8 1.0 1.1 1.7
Apparel 0.5 0.1 0.2 0.4 0.5 0.6 0.8

Autos and Trucks 3.1 2.2 0.7 1.3 2.2 4.5 9.1
Banking 4.7 3.6 0.7 2.3 3.2 6.7 13.6

Beer and Liquor 0.5 0.2 0.1 0.4 0.6 0.7 1.0
Business Serv. 1.7 0.9 0.3 0.8 1.8 2.4 3.5
Business Supp. 1.4 0.4 0.5 1.2 1.5 1.6 2.2

Candy and Soda 1.5 0.6 0.5 0.9 1.4 1.9 2.9
Chemicals 3.3 1.3 1.3 2.2 3.3 4.0 6.9

Coal 0.2 0.2 0.0 0.1 0.2 0.3 0.7
Communication 5.6 1.5 2.4 4.5 5.3 6.5 10.6

Computer Hardware 5.0 1.7 2.2 3.4 4.8 6.1 9.5
Computer Software 2.3 2.7 0.0 0.0 0.7 4.9 10.9

Construction 0.3 0.1 0.1 0.2 0.3 0.4 0.7
Construction Materials 1.8 0.7 0.3 1.0 2.0 2.3 2.9

Consumer Goods 5.2 2.3 1.7 4.2 5.2 7.0 10.7
Defense 0.2 0.1 0.1 0.1 0.2 0.3 0.4

Electrical Eq. 1.4 1.0 0.5 0.8 1.1 1.3 5.5
Electronic Eq. 3.4 1.8 1.6 2.2 2.6 4.6 13.8
Entertainment 0.7 0.3 0.2 0.4 0.6 0.9 1.4

Fabricated Prod. 0.1 0.1 0.0 0.1 0.1 0.1 0.3
Food Prod. 2.4 0.7 1.0 1.8 2.4 2.8 4.4
Healthcare 0.5 0.4 0.0 0.1 0.6 0.8 1.4
Insurance 2.7 1.5 0.2 1.9 2.5 3.5 6.4
Machinery 2.3 0.7 1.1 1.6 2.2 2.9 4.5

Meas. and Ctrl. Eq. 0.7 0.3 0.2 0.5 0.7 0.9 2.2
Medical Eq. 1.3 0.5 0.2 1.0 1.2 1.7 2.7

Ind. Met. Mining 0.9 0.5 0.0 0.5 0.9 1.3 1.8
Other 0.4 0.3 0.0 0.2 0.3 0.6 1.1

Personal Serv. 0.3 0.1 0.0 0.1 0.3 0.4 0.5
Petrol. and Natural Gas 11.0 3.7 4.3 7.7 10.8 13.9 24.4

Pharma. Prod. 5.7 2.1 2.6 3.8 5.3 7.0 11.4
Precious Met. 0.6 0.4 0.1 0.3 0.5 0.7 1.9

Printing and Publishing 1.0 0.6 0.2 0.6 0.8 1.3 2.7
Real Estate 0.2 0.1 0.1 0.1 0.2 0.2 0.6
Recreation 0.8 1.3 0.1 0.2 0.5 0.7 7.5

Restaurants and Hotels 0.9 0.4 0.1 0.7 1.0 1.2 1.8
Retail 5.0 0.9 2.5 4.4 4.9 5.5 6.9

Rubber and Plastic Prod. 0.2 0.1 0.0 0.1 0.1 0.2 0.3
Ship. and RR Eq. 0.2 0.1 0.1 0.1 0.2 0.2 0.3

Shipping Containers 0.9 0.6 0.1 0.4 1.0 1.4 2.0
Steel Works Etc. 1.7 1.0 0.4 1.0 1.4 2.0 4.5

Textiles 0.3 0.2 0.0 0.1 0.2 0.4 0.7
Tobacco Prod. 1.1 0.5 0.1 0.9 1.0 1.3 2.6

Trading 6.0 3.1 1.0 4.2 5.8 8.8 12.5
Transportation 2.0 0.5 0.9 1.6 1.8 2.2 3.7

Utilities 6.2 2.2 2.0 3.9 6.9 7.7 11.2
Wholesale 1.1 0.6 0.2 0.7 1.2 1.5 2.9

Total 100 0 100 100 100 100 100

Table 11. Market Capitalization. Percent of total market cap occupied by each of the Fama
and French (1988) industries from Jan 1965 to Dec 2011. The row labeled “Total” denotes
the cross-industry summation and equals 100% by definition.
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Industry Mean Std. Dev. Min Q25 Q50 Q75 Max
Agriculture

●

●

●
6.7 14.8 −20.2 −3.6 5.7 15.0 50.5

Aircraft
●

●

● 8.8 15.4 −25.6 −1.9 11.4 17.1 43.3
Apparel

●

●

● 8.3 16.8 −27.0 −4.0 7.4 17.3 59.8
Autos and Trucks

●

●

●
7.7 18.6 −27.5 −3.8 5.1 16.7 84.1

Banking
●

●

● 6.8 13.2 −17.5 −2.5 6.2 15.0 36.2
Beer and Liquor

●

●

● 7.1 11.7 −18.7 −1.2 6.3 13.5 39.1
Business Serv.

●

●

● 10.7 16.3 −21.3 −1.2 11.4 20.0 63.7
Business Supp.

●

●

● 6.7 14.5 −25.9 −0.4 7.0 11.4 77.9
Candy and Soda

●

●

● 7.4 13.2 −20.9 1.3 7.4 13.2 49.9
Chemicals

●

●

● 7.5 12.2 −20.4 0.2 7.3 13.7 47.8
Coal

●

●

●
8.8 16.7 −25.4 −4.0 5.7 21.8 59.5

Communication
●

●

● 9.7 17.7 −26.1 −2.1 11.8 15.9 67.9
Computer Hardware

●

●

●
10.8 22.2 −21.9 −2.1 7.2 21.4 76.7

Computer Software
●

●

● 13.2 27.3 −37.2 −3.4 8.5 27.2 91.1
Construction

●

●

●
10.5 18.1 −18.0 −3.1 9.5 19.7 56.2

Construction Materials
●

●

● 7.5 12.1 −18.1 −0.9 9.5 14.4 36.9
Consumer Goods

●

●

● 7.4 13.1 −20.6 −0.3 7.3 14.5 44.3
Defense

●

●

● 9.2 15.5 −22.4 −1.7 9.6 15.0 45.2
Electrical Eq.

●

●

●
11.2 19.6 −17.7 −2.2 7.4 18.4 68.5

Electronic Eq.
●

●

●
11.7 22.4 −24.5 0.6 8.0 19.0 78.9

Entertainment
●

●

● 12.2 19.5 −28.1 −2.4 10.1 24.6 73.1
Fabricated Prod.

●

●

● 8.4 16.3 −25.7 −3.3 6.6 18.6 52.0
Food Prod.

●

●

● 7.3 10.2 −11.9 1.8 6.1 13.3 33.3
Healthcare

●

●

● 12.9 22.0 −31.8 0.5 9.3 28.1 74.3
Insurance

●

●

● 6.7 11.4 −18.6 0.1 6.6 15.3 33.6
Machinery

●

●

● 8.2 13.6 −22.7 −0.8 9.9 15.2 37.8
Meas. and Ctrl. Eq.

●

●

● 11.5 19.4 −21.5 −1.3 9.7 24.2 61.8
Medical Eq.

●

●

● 11.7 16.4 −21.7 4.2 9.1 21.5 61.6
Ind. Met. Mining

●

●

●
9.1 19.3 −30.9 −4.4 7.2 18.7 76.2

Other
●

●

●
8.4 15.1 −21.6 −3.7 8.3 17.0 47.3

Personal Serv.
●

●

●
10.0 19.1 −26.9 −2.5 9.7 19.5 80.7

Petrol. and Natural Gas
●

●

● 10.0 18.3 −23.7 0.8 9.3 21.3 67.9
Pharma. Prod.

●

●

● 12.3 20.6 −15.1 1.3 8.8 13.5 90.8
Precious Metals

●

●

●
11.2 27.3 −22.6 −8.0 6.3 21.3 97.0

Printing and Publishing
●

●

● 7.3 13.5 −28.5 2.4 9.1 14.0 56.6
Real Estate

●

●

●
9.5 20.7 −25.7 −5.0 7.2 19.3 72.0

Recreation
●

●

●
9.4 18.6 −28.8 −3.9 9.2 19.8 58.6

Restaurants and Hotels
●

●

●
9.3 21.2 −25.4 −3.5 7.5 16.5 99.3

Retail
●

●

● 9.3 16.5 −24.2 −2.2 7.8 17.1 54.2
Rubber and Plastic Prod.

●

●

● 9.6 16.9 −24.9 1.3 9.3 16.4 71.9
Ship. and RR Eq.

●

●

● 7.3 14.8 −16.1 −2.3 5.3 17.5 46.4
Shipping Containers

●

●

● 8.0 12.5 −18.4 0.2 5.5 16.4 37.7
Steel Works Etc.

●

●

●
6.4 14.3 −25.2 −4.0 7.6 15.4 50.8

Textiles
●

●

●
7.8 16.1 −20.7 −3.2 6.5 17.3 49.9

Tobacco Prod.
●

●

● 8.5 11.5 −14.5 1.2 7.5 16.1 39.4
Trading

●

●

● 7.1 12.9 −21.2 0.1 7.2 14.5 36.1
Transportation

●

●

● 6.9 12.3 −20.0 −2.6 8.3 15.7 31.2
Utilities

●

●

● 4.0 8.0 −13.4 0.0 5.2 9.3 21.0
Wholesale

●

●

● 10.4 15.8 −18.5 −1.0 9.1 17.0 57.4

Total
●

●

● 8.7 12.9 −18.7 −0.6 10.4 15.0 40.9

Table 12. Excess Return. Equally weighted average excess return for each of the Fama and
French (1988) industries from 1965 to 2011 in units of percent per year. The row labeled
“Total” denotes the cross-industry average.
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Appendix B. Econometric Details

I estimate the regression results using the GMM specification below:

g(b, σε) = E




(
rCC,t − b>ft

)
⊗ ft({

rCC,t − b>ft
}2 − σ2

ε

)
⊗ ft




where rCC,t denotes the excess returns generated by post-coincidence comovement and ft

is the relevant vector of factors. In Table 3, I use the overlapping sample correction from

Richardson and Smith (1991):

g(b, σε) = E




(
rCC,t − b>ft

)
⊗ ft({∑K−1

k=0 rCC,t−k − kb>ft
}2

− kσ2
ε

)
⊗ ft

({∑L−1
l=0 rCC,t−l − lb>ft

}2

− lσ2
ε

)
⊗ ft




Appendix C. An Application to Streaks

In this section, I ask the question: “What are the odds that gold prices realize three

consecutive months of extremely positive returns by pure chance this often?” Let X =

{x1, x2, . . . , xT} be the sequence of asset classes with the highest returns in each of the last

T months. If there has been no shock to fundamentals during this time, then each xt will

be chosen independently and uniformly at random from among the H different asset classes.

Let S be the event that traders find gold as the asset class with the highest returns in the

past month in 3 consecutive months with S denoting the number of (possibly overlapping)

occurrences of positive gold price streaks.

The Azuma-Hoeffding inequality then dictates that if traders look at a market history

that is much longer than 3 months, then the number of occurrences of S in X is highly

concentrated around its mean:

Pr (|S − E [S]| ≥ s) ≤ 2 exp

{
−2

9

s2

T

}
, s = 1, 2, 3, . . . , 33, 34

Thus, traders can use unlikely sequences to identify shocks to fundamentals in the same way
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Figure 15. Azuma-Hoeffding inequality bound on the probability that traders realize S (pos-
sibly overlapping) three month streaks of positive gold prices in three years. The bound has
teeth for s ≥ 10 at which point Pr (|S − E [S]| ≥ s) < 1 as denoted by the dotted horizontal
line.

that they use unlikely coincidences in the current paper. Interestingly, in this example the

number of asset classes affects the expected number of streaks, E[S], but is not crucial to

the concentration of measure result in contrast with the analysis above.
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