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Part 1 – Omni-Directional Three Wheeled Robot Kinematic Model
The motion model is derived for the robot shown in Figure 1 which incorporates the
following list of conditions:
1. each wheel provides a speed in the direction of rotation of the wheel only which
contributes to both linear and angular velocity about center of gravity of the vehicle
2. rotating two wheels at the same speed in opposite directions with the third held at zero
results in forward motion in the direction that averages the two-wheel orientations
3. rotating all three wheels in the same direction spins the robot in place
4. rotating two wheels at the same speed will spin the robot at around an instantaneous
center of rotation

Figure 1 Three wheeled robot (Top View) with
variables defined

Figure 2 Three wheeled robot (Side View)

The augmented parameters are summarized in Table 1 below.
Table 1 Augmented model parameters

Parameter
Center
Wheel to center
Wheel radius
Wheel rotation rates
Update rate

r
l = 0.03 [m]
r =0.025 [m]
w1, w2, w3 [rad/s]
10 Hz

The vehicle states and inputs are defined below:
Vehicle State
𝑥"
𝑥
𝑥# = 𝑦
𝑥$
𝜃

Inputs
𝑤"
𝑢"
𝑢# = 𝑤#
𝑤$
𝑢$

Motion Model
From dynamics, define position as:
𝑥",,." + 𝑥" 𝑑𝑡
𝑥",,
𝑥#,, = 𝑔 𝑥,." , 𝑢, = 𝑥#,,." + 𝑥# 𝑑𝑡
𝑥$,,
𝑥$,,." + 𝑥$ 𝑑𝑡

Figure 3 Derivation of velocities for the motion model

Figure 3 shows the derivation of the velocity terms for the motion model. First, using the
kinematic constraint:
𝑣3 = 𝑤3 𝑟3 = 𝑢3 𝑟3
Then breaking each wheel velocity into the x and y components.
𝑣"5 = −𝑣" 𝑐𝑜𝑠𝜃 = −𝑣" cos 𝑥$,,." = −𝑟" 𝑢" cos (𝑥$,,." )
𝑣"? = 𝑣" 𝑠𝑖𝑛 = 𝑣" sin 𝑥$,,." = 𝑟" 𝑢" sin (𝑥$,,." )

𝑣"

𝑣#5 = 𝑣# cos 60 + 𝜃 = 𝑣# cos 60 + 𝑥$,,." = 𝑟# 𝑢# cos 60 + 𝑥$,,."
𝑣#? = −𝑣# sin 60 + 𝜃 = −𝑣# sin 60 + 𝑥$,,." = −𝑟# 𝑢# sin 60 + 𝑥$,,."

𝑣#

𝑣$5 = 𝑣$ cos 60 − 𝜃 = 𝑣$ cos 60 − 𝑥$,,." = 𝑟$ 𝑢$ cos 60 − 𝑥$,,."
𝑣$? = 𝑣$ sin 60 − 𝜃 = 𝑣$ sin 60 − 𝑥$,,." = 𝑟$ 𝑢$ sin 60 − 𝑥$,,."

𝑣$

Now calculating the individual angular velocities for the individual wheels:
𝑤FG =

H
$I

𝑢"

𝑤FJ =

H
$I

𝑢#

𝑤FK =

H
$I

𝑢$

Next, using the principal of superposition to determine the motion model. Each wheel's
contribution to the motion and rotation of the center of mass of the robot is considered
independently and then summed to find the resultant. This technique is applicable because each
wheel dictates its angular speed in the direction it points, while perpendicular slip is determined
by the other two wheels.

Figure 4 Motion of 3 wheeled robot when one wheel is turning

To find the contribution of each wheel, the other two wheels are stopped. The geometry of the
robot causes it to move in a circular arc centered at the center of instantaneous rotation (COIR).
This point can be found by looking at the slip directions of the two stopped wheels and
considering them like a turning bicycle (Figure 4).

Then summing all the components together into their respective state variables.
2
2
2
𝑥" = 𝑣"5 + 𝑣#5 + 𝑣$5
3
3
3
2
𝜋
𝜋
= 𝑟(−𝑢" cos 𝑥$,,." + 𝑢# cos + 𝑥$,,." + 𝑢$ cos − 𝑥$,,."
3
3
3
2
2
2
𝑥# = 𝑣"? + 𝑣#? + 𝑣$?
3
3
3
2
𝜋
𝜋
= 𝑟(−𝑢" cos 𝑥$,,." + 𝑢# cos + 𝑥$,,." + 𝑢$ cos − 𝑥$,,."
3
3
3
𝑥$ = 𝑤FG + 𝑤FJ + 𝑤FK
𝑟
=
(𝑢 + 𝑢# + 𝑢$ )
3𝑙 "
The final motion model is defined as:

𝑥",,
𝑥",,."
𝑥
𝑥
∴ #,, = #,,."
𝑥$,,
𝑥$,,."

2
𝜋
𝜋
𝑟 −𝑢" cos 𝑥$,,." + 𝑢# cos + 𝑥$,,." + 𝑢$ cos − 𝑥$,,." 𝑑𝑡
3
3
3
2
𝜋
𝜋
+
𝑟 𝑢" sin 𝑥$,,." − 𝑢# sin + 𝑥$,,." + 𝑢$ sin − 𝑥$,,." 𝑑𝑡
3
3
3
3
𝑟(𝑢" + 𝑢# + 𝑢$ )𝑑𝑡
𝑙

Disturbance Addition
The kinematic model is then subjected to Gaussian disturbances of standard deviation of 0.01m
on x, y and 0.1 degree on q. The model updates at 10Hz.
𝑥",,
𝑥#,, = 𝑔 𝑥,." , 𝑢, + 𝜀,
𝑥$,,
Using MATLAB the disturbance is defined as:
𝑛𝑜𝑟𝑚𝑟𝑛𝑑(0, 0.01)
𝑛𝑜𝑟𝑚𝑟𝑛𝑑(0, 0.01)
𝜀, =
0.1
𝑛𝑜𝑟𝑚𝑟𝑛𝑑(0,
𝜋)
180

Part 2 – Simulation of the Motion Model
A simulation is created in Matlab to test the motion model's response to several inputs.
The x, y position of the robot is plotted for each time step on a Cartesian plane to show its position
over the course of the simulation. In order to easily view the motion of the robot in the plots, the
robot's velocity and the direction it is facing are also shown. The robot's direction, theta, is shown
by a red line. The velocity of the robot at each point is shown with a blue arrow, the length of
which is proportional to the velocity of the robot at that point.
The robot is first simulated with three specific wheel speeds defined by the lab manual:
w1 = -1.5 rad/s, w2 = 2.0 rad/s, w3 = 1.0 rad/s.
Figure 5 and Figure 6 show the robots true motion without and with disturbance respectively
for these inputs over a 15 second simulation.

Figure 5 Simulation of robot’s motion without disturbance

Figure 6 Simulation of robot’s motion with disturbance

In order for the robot to move in a straight line, any two wheel's rotational rates must be equal
and opposite while the third wheel is set at zero. The following inputs were chosen to simulate
this:
w1 = -2.0 rad/s, w2 = 2.0 rad/s, w3 = 0.0 rad/s.
Figure 7 and Figure 8 show the response without and with noise respectively.

Figure 7 Simulation of straight line robot motion without disturbance

Figure 8 Simulation of straight line robot motion with disturbance

In order to have the robot to turn in a 2-meter radius the equations for kinematic motion are
rearranged to solve for the instantaneous radius of rotation. Two wheel inputs are chosen to
fully define the system of equations:

w1 = 1.0 rad/s, w3 = 0.0 rad/s, then using the following code to solve for w3.
syms v_x v_y

u2 omega radius

u1 = 4;
u3 = 0;
radius = 1;
v_x = (r*2/3) * (-u1*cos(0) + u2*cos(pi/3-0) + u3*cos(pi/3+0));
v_y = (r*2/3) * (u1*sin(0) + u2*sin(pi/3-0) - u3*sin(pi/3+0));
omega = r/(3*L) * (u1+u2+u3);
eqn1 = sqrt(v_x ^2 + v_y^2)/omega - radius
fprintf ('%.15ld',double(solve (eqn1, u2)));
Thus, the inputs to drive the robot at a 2-meter radius are:
w1 = 1.0 rad/s, w2 = -0.147372891787892rad/s, w3 = 0.0 rad/s.

Figure 9 Simulation of the robot driving on a 2-meter diameter circle without disturbance

Figure 10 Simulation of the robot driving in a 2-meter diameter circle with disturbance

For the robot to drive in an expanding spiral, one of the wheel rational rates must be changing
with time. The inputs are chosen as:
w1 = 1.0 + i*0.001 rad/s, w2 = -1.0 - i*0.001 rad/s,
w3 = 2*pi/5L * 1.2 rad/s,
where n is the number of samples (75) and i is the time step. Figure 11 and Figure 12 show the
robot movement in an expanding spiral.

Figure 11 Simulation of robot's movement in an expanding spiral with no disturbance

Figure 12 Simulation of robot's movement in an expanding spiral with disturbance

Part 3 – Defining the Measurement Model
The robot measurement model operates in 2D plane which contains a GPS and
magnetometer sensors. GPS output is true North, East and Down (which is not used). The
magnetometer points to magnetic north (the declination in Waterloo is 9.7° West). The additive
noise Gaussian distributions include standard deviations in North and East of 0.50 m, and
magnetic north of 10 degrees. These sensors update at 10Hz.
From Figure 1 North is the y axis, East is the x axis, and the declination is from the y axis for the
magnetometer. Thus, the measurement model is structured as follows.
𝑦, = 𝑔(𝑥, , 𝛿, )
Now subtracting the offset and adding Gaussian disturbance.

𝑦, = 𝑥W +

0
0
−9.7 ∗

𝑛𝑜𝑟𝑚𝑟𝑛𝑑 0,0.5
𝑛𝑜𝑟𝑚𝑟𝑛𝑑 0,0.5

𝜋 +
𝜋
𝑛𝑜𝑟𝑚𝑟𝑛𝑑( 0, 10 ∗
180
180

Part 4 – Defining the Extended Kalman Filter
The Extended Kalman Filter essentially produces estimates of unknown variables that
tend to be more accurate than those based on single measurement alone as it contains the
motion model and its disturbance and accounts for statistical noise in the measurement for the
covariance of the estimated state to converge to the true state of the robot by estimating the
join probability of distributions over time.
The Extended Kalman Filter function from class is used. The inputs are the predicted mean,
starting covariance, the measurement at that time step, the linearized and non-linearized
motion model, the linearized and non-linearized measurement model, measurement variance,
motion disturbance and finally the inputs. The function, outputs the updated mean, updated
covariance, predicted mean and the Kalman gain.
The initial mean is the prediction of initial state of the robot, and is chosen at random. The
initial covariance is chosen such that it can account for the amount of error the starting position
might have (as shown in the lecture slides). Thus, chosen to be an identity matrix for all states
and it is most effective when the covariance is low, however has to be sufficiently high to
account for the error in the initial guess. The identity matrix was proven to work throughout the
tests. The disturbance and the measurement variances are defined by the problem thus don’t
need any change. Each time step the EKF function is called and the true state, estimated state
and the measurements are saved and plotted.
The EKF function first propagates the predicted mean through the non-linearized motion
model. Then the linearized motion model is evaluated at the predicted mean to get an estimate
of the position that the robot is currently in. The predicted covariance is also computed with
the linearized motion model with the modeled disturbance, which creates a distribution of the
estimated state that the robot is currently in.
Then the measurement model is linearized at the predicted mean as well and mean is updated
through the non linear measurement model with a factor of the Kalman gain. Which essentially
convolutes the estimated state and the measured states to get a more accurate estimation of
the current state that the robot is in.
The covariance for the current time step is updated with the Kalman gain and the measurement
as well. This process repeats every time step, such that the covariance converges towards the
true state of the robot.

Part 5 – Implementing the Extended Kalman Filter
The 15 second simulation in Figure 13 and Figure 14 shows the implementation of the Kalman
filter using the sample code from the class Github repository with the measurements being sent
at 10Hz. The inputs used for the angular wheel velocities are as follows:
w1 = -1.5 rad/s, w2 = 2.0 rad/s, w3 = 1.0 rad/s
and the measurement variance is
Q = [0.5 0 0; 0 0.5 0; 0 0 (10*pi/180)] .^(1/2);
In the figures below, the error ellipses show the final estimation of the location of the true
state. The larger red ellipse represents 95% confidence and the smaller blue ellipse represents
75%.

Figure 13 Simulation of robot true position and estimated states with measurement points without measurement correction

Figure 14 Simulation of the robot movement, showing each state variable over time without measurement correction

Part 6 – Multi Rate Kalman Filter
In part 6, improved measurements are received at a rate of 1Hz. This means that the
confidence in the measurements is higher and as a result the estimate should be adjusted more.
This is accomplished by adjusting the variance Q every 10th measurement. The improved
measurement standard deviation is 0.01 m, therefore the new variance is:
Q = [0.01 0 0; 0 0.01 0; 0 0 (10*pi/180)] .^(1/2);
The result of the Multi-Rate Kalman filter compared to the Single-Rate Kalman filter from Part 5
is distinctly increased accuracy of the state estimation. Every tenth time step, the improved
measurement acts as a recalibration step, bringing the state estimate close to the true state.
The more frequent but more noisy GPS measurements then act to keep the estimate tracking
the robot's location relatively well until the next calibration step.
The performance of the Multi-Rate filter can be seen in Figure 15 and Figure 16. Note that the
error ellipses are also much smaller in the multi-rate Kalman Filter than previously shown in
Figure 13.

Figure 15 Simulation of robot true position and estimated states with measurement points with measurement correction

Figure 16 Simulation of the robot movement, showing each state variable over time with measurement correction

Appendix A – Part 1 – 3 Code
%% Motion Model
clear all; clc;
close all;
% robots sizing
L = 0.3; % [m]
r = 0.25; % [m]
f = 10; % [Hz]
% kinematic model
x0 = [0; 0; 0]; % [[m/s] [m/s] [rad/s]] intial state
% u = [-1.5; 2; 1]; % [[rad/s] [rad/s] [rad/s]] inputs
% custom inputs
% u = [-1; 1; 0]; % [[rad/s] [rad/s] [rad/s]] to drive in a
straight line
u = [2; 2; 0]; % [[rad/s] [rad/s] [rad/s]] to drive in a spiral
% u = [1; -0.294745783575784; 0]; % 2m diamter circle inputs
% Time
T = 25; % Duration
dt = 0.1;% [s] timestep (update rate)
tvec = 0:dt:T; % Time vector
n = length(tvec); % Number of timesteps
figure(1); clf; hold on;
x_record = zeros(3, n);
v_record = zeros(3, n);
y_record = zeros(3, n);
omega_variance = 0.1 / 180 * pi;
for i = 1:n
% expanding spiral
u(3) = 2*(n - i) / n; %different spiral
%
u(1) = u(1) - i * 0.01;% ever expanding spiral
%
u(2) = u(2) + i * 0.01;
%measurement
y = [x0(1); x0(2); x0(3)-99.7/180*pi] + [normrnd(0,0.5);
normrnd(0,0.5); normrnd(0,10 / 180*pi)];
% dynamics
v_x = (r*2/3) * (-u(1)*cos(x0(3)) + u(2)*cos(pi/3-x0(3)) +
u(3)*cos(pi/3+x0(3)));

v_y = (r*2/3) * (u(1)*sin(x0(3)) + u(2)*sin(pi/3-x0(3)) u(3)*sin(pi/3+x0(3)));
omega = r/(3*L) * (u(1)+u(2)+u(3));
x_record(:,i) = x0;
v_record(:,i) = [v_x;
v_y;
omega];
y_record(:,i) = y;
%disturbance
d = [normrnd(0,0.01); normrnd(0,0.01);
normrnd(0,omega_variance)];
x0 = x0 + [ v_x * dt; v_y * dt; omega * dt] + d;
end
quiver(x_record(1,:),x_record(2,:),v_record(1,:),v_record(2,:));
quiver(x_record(1,:),x_record(2,:),sin(x_record(3,:)),cos(x_reco
rd(3,:)),'r*');
% quiver(y_record(1,:),y_record(2,:),zeros(n),zeros(n),'g*');

Appendix B – EKF function (from class)
function [mu, S, mup, K] = ekf(mu, S, y, motion_model,
measurement_model, linearized_motion_model,
linearized_measurement_model, Q, R, u)
% EFK - Run an iteration of an Extended Kalman Filter
%
% Inputs:
%
% mu - mean of the state
% S - covariance matrix
% y - measurement for the current time-step
% motion_model - reference to a function for the motion model
% measurement_model - reference to a function for the
measurement model
% linearized_motion_model - reference to a function for the
linearization of the motion model
% linearized_measurement_model - reference to a function for the
linearization of the measurement model
% Q - measurement disturbance model
% R - motion disturbance model
% u - system input at the current timestep
%
% Outputs:
%
% mu - updated mean
% S - updated covariance matrix
% mup - predicted mean
% K - Kalman gain
if ~exist('u', 'var')
u = 0;
end
%%% Prediction update
% Propagate mu through the nonlinear motion model
mup = motion_model(mu, u);
% Linearize motion model at the predicted mean
G = linearized_motion_model(mup, u);
% Compute predicted covariance
Sp = G*S*G' + R;
%%% Measurement update

% Linearize measurement model at the predicted mean
H = linearized_measurement_model(mup, u);
% Compute Kalman gain
K = Sp*H'*inv(H*Sp*H'+Q);
% Update mean using the nonlinear measurement model
mu = mup + K*(y-measurement_model(mup, u));
% Update the covariance based on the measurement model
S = (eye(length(mu))-K*H)*Sp;
end

Appendix C – Part 4-6 code
%% Kalman Filter
clear all; clc;
close all;
makemovie = 1;
if(makemovie)
vidObj = VideoWriter('ekf.avi');
vidObj.Quality = 100;
vidObj.FrameRate = 8;
open(vidObj);
end
f = 10; % [Hz]
dt = 1 / f;% [s] timestep (update rate)
% robot sizing
L = 0.3; % [m]
r = 0.25; % [m]
% initial state [x,y,theta]
x0 = [0 0 0]'; % [[m/s] [m/s] [rad/s]] intial state
% input
u = [-1.5 2 1]'; % [[rad/s] [rad/s] [rad/s]] inputs
% predicted mean and covariance
mu = [5 -5 1]'; % mean (mu)
S = eye(3);% covariance (Sigma)
% disturbance model
omega_std = 0.1 * pi / 180;
R = [0.01 0 0; 0 0.01 0; 0 0 (omega_std)].^2;
% Measurement model defined below
Q = [0.5 0 0; 0 0.5 0; 0 0 (10*pi/180)].^2;
% Simulation Initializations
Tf = 15; % duration
T = 0:dt:Tf; % time vector
n = 3;
x = zeros(n,length(T));
x(:,1) = x0;
y = zeros(n,length(T));
% Variables to store during iteration

mup_S = zeros(n,length(T));
mu_S = zeros(n,length(T));
K_S = zeros(n,n,length(T));
mu_S (:,1) = mu;
%% Main Loop
for t=2:length(T)
%%% Simulation
%

% Select a motion disturbance
e = RE*sqrt(Re)*randn(n,1);
e = normrnd(0,[R(1,1);R(2,2);R(3,3)].^(1/2));
% Update state
x(:,t) = motion_model(x(:,t-1), u) + e;
% Take measurement
% Select a motion disturbance
if(mod(t,10) == 0)
%fprintf('perfect\n')
Q = [0.01 0 0; 0 0.01 0; 0 0 (10*pi/180)] .^(1/2);
else
%fprintf('normal\n')
Q = [0.5 0 0; 0 0.5 0; 0 0 (10*pi/180)] .^(1/2);
end
d = normrnd(0,[Q(1,1);Q(2,2);Q(3,3)].^(1/2));
y(:,t) = measurement_model(x(:,t)) + d;
%%% Extended Kalman Filter Estimation
[mu, S, mup, K] = ekf(mu, S, y(:,t), ...
@motion_model, ...
@measurement_model, ...
@linearized_motion_model, ...
@linearized_measurement_model, ...
Q, R, u);
% Store results
mup_S(:,t) = mup;
mu_S(:,t) = mu;
K_S(:,:,t) = K;

%

%% Plot results
figure(1);clf; hold on;
plot(y(1,1:t), y(2,1:t), 'g*');
plot(x(1,1:t),x(2,1:t), 'ro--')
plot(5,-5,'bx', 'MarkerSize', 6, 'LineWidth', 2)
plot(mu_S(1,1:t),mu_S(2,1:t), 'bx--')
mu_pos = [mu(1) mu(2)];

S_pos = [S(1,1) S(1,2); S(2,1) S(2,2)];
error_ellipse(S_pos,mu_pos,0.75);
error_ellipse(S_pos,mu_pos,0.95);
axis equal
if (makemovie) writeVideo(vidObj, getframe(gca)); end
end
xlabel('xpos [m]');
ylabel('ypos [m]');
legend('Measurement','True State','State Estimate');
if (makemovie) close(vidObj); end
figure
subplot (3, 1, 1);
hold on;
plot(T, y(1,:), 'g*--');
plot(T, x(1, :), 'ro--');
plot(T, mu_S(1,:), 'bx--');
ylabel('x_1 - X Position (m)');
xlabel('Time (s)');
legend('Measurement','True State','State Estimate');
subplot(3, 1, 2)
hold on;
plot(T, y(2,:), 'g*--');
plot(T, x(2, :), 'ro--');
plot(T, mu_S(2,:), 'bx--');
ylabel('x_2 - Y Position (m)');
xlabel('Time (s)');
subplot(3, 1, 3)
hold on;
plot(T, y(3,:), 'g*--');
plot(T, x(3, :), 'ro--');
plot(T, mu_S(3,:), 'bx--');
ylabel('x_3 - Theta (deg)');
xlabel('Time (s)');

Appendix D – Motion Model
function x_new = motion_model(x, u)
%% Vehicle constants
r = 0.25; % wheel radius [m]
l = 0.3; % robot frame radius [m]
sample_time = 0.1; % time between samples [s]
%% Math
J = [-1/3 cosd(60)/3 cosd(60)/3;
0 sind(-60)/2 sind(60)/2;
1/(3*l)
1/(3*l)
1/(3*l)] .* (sample_time * r);
K = [cos(x(3)) cos(x(3) + pi/2) 0;
sin(x(3)) sin(x(3) + pi/2) 0;
0
0
1];
x_new = x + K*J*u;
%
%
%
%
%
end

if(x_new(3) > 2*pi)
x_new(3) = x_new(3) - 2 * pi;
elseif(x_new(3) < 0)
x_new(3) = x_new(3) + 2 * pi;
end

function [ G ] = linearized_motion_model(mup, input, dt)
% Outputs linearized motion model from three wheeled robot
if ~exist('dt', 'var')
dt = 0.1;
end
G = [ 1, 0,
pi/3))/60 0, 1,
pi/3))/60 0,
0,
1 ];
end

(input(1)*sin(mup(3)))/60 - (input(2)*sin(mup(3) (input(3)*sin(mup(3) + pi/3))/60
(input(1)*cos(mup(3)))/60 - (input(2)*cos(mup(3) (input(3)*cos(mup(3) + pi/3))/60

Appendix E – Code to Linearize the Motion Model
%% linearizing g(x_t-1, u_t)
syms x1 x2 x3 u1 u2 u3
x_arr = [x1;x2;x3];
v_x = (r*2/3) * (-u1*cos(x3) + u2*cos(pi/3-x3) +
u3*cos(pi/3+x3));
v_y = (r*2/3) * (u1*sin(x3) + u2*sin(pi/3-x3) u3*sin(pi/3+x3));
omega = r/(3*L) * (u1+u2+u3);
g = x_arr + [ v_x * dt; v_y * dt; omega * dt];
G = jacobian(g, [x1; x2; x3]);

Appendix B – Measurement Model
function [ y ] = measurement_model( mup, input )
% Outputs measurement model for three wheeled robot
if ~exist('input', 'var')
input = [1 1 1]';
end
y = [ mup(1); mup(2); (mup(3) - 9.7*pi/180 ) ];
end
function [ H ] = linearized_measurement_model( mup, input )
% Outputs measurement model for three wheeled robot
if ~exist('input', 'var')
input = [1 1 1]';
end
H = eye(3);
end

Appendix B – Error Ellipse function (from class)
function h=error_ellipse(varargin)
% ERROR_ELLIPSE - plot an error ellipse, or ellipsoid, defining
confidence region
%
ERROR_ELLIPSE(C22) - Given a 2x2 covariance matrix, plot
the
%
associated error ellipse, at the origin. It returns a
graphics handle
%
of the ellipse that was drawn.
%
%
ERROR_ELLIPSE(C33) - Given a 3x3 covariance matrix, plot
the
%
associated error ellipsoid, at the origin, as well as its
projections
%
onto the three axes. Returns a vector of 4 graphics
handles, for the
%
three ellipses (in the X-Y, Y-Z, and Z-X planes,
respectively) and for
%
the ellipsoid.
%
%
ERROR_ELLIPSE(C,MU) - Plot the ellipse, or ellipsoid,
centered at MU,
%
a vector whose length should match that of C (which is 2x2
or 3x3).
%
%
ERROR_ELLIPSE(...,'Property1',Value1,'Name2',Value2,...)
sets the
%
values of specified properties, including:
%
'C' - Alternate method of specifying the covariance
matrix
%
'mu' - Alternate method of specifying the ellipse (-oid)
center
%
'conf' - A value betwen 0 and 1 specifying the confidence
interval.
%
the default is 0.5 which is the 50% error ellipse.
%
'scale' - Allow the plot the be scaled to difference
units.
%
'style' - A plotting style used to format ellipses.
%
'clip' - specifies a clipping radius. Portions of the
ellipse, -oid,
%
outside the radius will not be shown.
%
%
NOTES: C must be positive definite for this function to
work properly.
default_properties = struct(...

'C', [], ... % The covaraince matrix (required)
'mu', [], ... % Center of ellipse (optional)
'conf', 0.5, ... % Percent confidence/100
'scale', 1, ... % Scale factor, e.g. 1e-3 to plot m as km
'style', '', ... % Plot style
'clip', inf); % Clipping radius
if length(varargin) >= 1 & isnumeric(varargin{1})
default_properties.C = varargin{1};
varargin(1) = [];
end
if length(varargin) >= 1 & isnumeric(varargin{1})
default_properties.mu = varargin{1};
varargin(1) = [];
end
if length(varargin) >= 1 & isnumeric(varargin{1})
default_properties.conf = varargin{1};
varargin(1) = [];
end
if length(varargin) >= 1 & isnumeric(varargin{1})
default_properties.scale = varargin{1};
varargin(1) = [];
end
if length(varargin) >= 1 & ~ischar(varargin{1})
error('Invalid parameter/value pair arguments.')
end
prop = getopt(default_properties, varargin{:});
C = prop.C;
if isempty(prop.mu)
mu = zeros(length(C),1);
else
mu = prop.mu;
end
conf = prop.conf;
scale = prop.scale;
style = prop.style;
if conf <= 0 | conf >= 1
error('conf parameter must be in range 0 to 1, exclusive')
end

[r,c] = size(C);
if r ~= c | (r ~= 2 & r ~= 3)
error(['Don''t know what to do with
',num2str(r),'x',num2str(c),' matrix'])
end
x0=mu(1);
y0=mu(2);
% Compute quantile for the desired percentile
k = sqrt(qchisq(conf,r)); % r is the number of dimensions
(degrees of freedom)
hold_state = get(gca,'nextplot');
if r==3 & c==3
z0=mu(3);
% Make the matrix has positive eigenvalues - else it's not a
valid covariance matrix!
if any(eig(C) <=0)
error('The covariance matrix must be positive definite (it
has non-positive eigenvalues)')
end
% C is 3x3; extract the 2x2 matricies, and plot the associated
error
% ellipses. They are drawn in space, around the ellipsoid; it
may be
% preferable to draw them on the axes.
Cxy = C(1:2,1:2);
Cyz = C(2:3,2:3);
Czx = C([3 1],[3 1]);
[x,y,z] = getpoints(Cxy,prop.clip);
h1=plot3(x0+k*x,y0+k*y,z0+k*z,prop.style);hold on
[y,z,x] = getpoints(Cyz,prop.clip);
h2=plot3(x0+k*x,y0+k*y,z0+k*z,prop.style);hold on
[z,x,y] = getpoints(Czx,prop.clip);
h3=plot3(x0+k*x,y0+k*y,z0+k*z,prop.style);hold on
[eigvec,eigval] = eig(C);
[X,Y,Z] = ellipsoid(0,0,0,1,1,1);
XYZ = [X(:),Y(:),Z(:)]*sqrt(eigval)*eigvec';

X(:) = scale*(k*XYZ(:,1)+x0);
Y(:) = scale*(k*XYZ(:,2)+y0);
Z(:) = scale*(k*XYZ(:,3)+z0);
h4=surf(X,Y,Z);
colormap gray
alpha(0.3)
camlight
if nargout
h=[h1 h2 h3 h4];
end
elseif r==2 & c==2
% Make the matrix has positive eigenvalues - else it's not a
valid covariance matrix!
if any(eig(C) <=0)
error('The covariance matrix must be positive definite (it
has non-positive eigenvalues)')
end
[x,y,z] = getpoints(C,prop.clip);
h1=plot(scale*(x0+k*x),scale*(y0+k*y),prop.style);
set(h1,'zdata',z+1)
if nargout
h=h1;
end
else
error('C (covaraince matrix) must be specified as a 2x2 or 3x3
matrix)')
end
%axis equal
set(gca,'nextplot',hold_state);
%--------------------------------------------------------------% getpoints - Generate x and y points that define an ellipse,
given a 2x2
%
covariance matrix, C. z, if requested, is all zeros with
same shape as
%
x and y.
function [x,y,z] = getpoints(C,clipping_radius)
n=100; % Number of points around ellipse
p=0:pi/n:2*pi; % angles around a circle
[eigvec,eigval] = eig(C); % Compute eigen-stuff
xy = [cos(p'),sin(p')] * sqrt(eigval) * eigvec'; %
Transformation

x = xy(:,1);
y = xy(:,2);
z = zeros(size(x));
% Clip data to a bounding radius
if nargin >= 2
r = sqrt(sum(xy.^2,2)); % Euclidian distance (distance from
center)
x(r > clipping_radius) = nan;
y(r > clipping_radius) = nan;
z(r > clipping_radius) = nan;
end
%--------------------------------------------------------------function x=qchisq(P,n)
% QCHISQ(P,N) - quantile of the chi-square distribution.
if nargin<2
n=1;
end
s0 = P==0;
s1 = P==1;
s = P>0 & P<1;
x = 0.5*ones(size(P));
x(s0) = -inf;
x(s1) = inf;
x(~(s0|s1|s))=nan;
for ii=1:14
dx = -(pchisq(x(s),n)-P(s))./dchisq(x(s),n);
x(s) = x(s)+dx;
if all(abs(dx) < 1e-6)
break;
end
end
%--------------------------------------------------------------function F=pchisq(x,n)
% PCHISQ(X,N) - Probability function of the chi-square
distribution.
if nargin<2
n=1;
end
F=zeros(size(x));
if rem(n,2) == 0
s = x>0;

k = 0;
for jj = 0:n/2-1;
k = k + (x(s)/2).^jj/factorial(jj);
end
F(s) = 1-exp(-x(s)/2).*k;
else
for ii=1:numel(x)
if x(ii) > 0
F(ii) = quadl(@dchisq,0,x(ii),1e-6,0,n);
else
F(ii) = 0;
end
end
end
%--------------------------------------------------------------function f=dchisq(x,n)
% DCHISQ(X,N) - Density function of the chi-square distribution.
if nargin<2
n=1;
end
f=zeros(size(x));
s = x>=0;
f(s) = x(s).^(n/2-1).*exp(-x(s)/2)./(2^(n/2)*gamma(n/2));
%--------------------------------------------------------------function properties = getopt(properties,varargin)
%GETOPT - Process paired optional arguments as
'prop1',val1,'prop2',val2,...
%
%
getopt(properties,varargin) returns a modified properties
structure,
%
given an initial properties structure, and a list of paired
arguments.
%
Each argumnet pair should be of the form property_name,val
where
%
property_name is the name of one of the field in properties,
and val is
%
the value to be assigned to that structure field.
%
%
No validation of the values is performed.
%
% EXAMPLE:
%
properties =
struct('zoom',1.0,'aspect',1.0,'gamma',1.0,'file',[],'bg',[]);
%
properties =
getopt(properties,'aspect',0.76,'file','mydata.dat')

% would return:
%
properties =
%
zoom: 1
%
aspect: 0.7600
%
gamma: 1
%
file: 'mydata.dat'
%
bg: []
%
% Typical usage in a function:
%
properties = getopt(properties,varargin{:})
% Process the properties (optional input arguments)
prop_names = fieldnames(properties);
TargetField = [];
for ii=1:length(varargin)
arg = varargin{ii};
if isempty(TargetField)
if ~ischar(arg)
error('Propery names must be character strings');
end
f = find(strcmp(prop_names, arg));
if length(f) == 0
error('%s ',['invalid property ''',arg,'''; must be one
of:'],prop_names{:});
end
TargetField = arg;
else
% properties.(TargetField) = arg; % Ver 6.5 and later only
properties = setfield(properties, TargetField, arg); % Ver
6.1 friendly
TargetField = '';
end
end
if ~isempty(TargetField)
error('Property names and values must be specified in
pairs.');
end

