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1.1

Phase I
Software Design

The flow chart (Figure 1 on page 3) illustrates the software design for Phase I
portion of the lab requirement. The program starts off with initializations of
two timers that are controlled separately by two buttons. The program then
does nothing until an interrupt occurs, timer interrupt or button interrupt.

1.2

Synchronization Method

The two synchronization methods used for Phase I were tight polling and
interrupts.
Tight polling technique uses constant checking of the peripheral states to
determine the whether a state has changed or not. For example of a button
press, the program constantly checks if that button is pressed, in a loop and
sets a flag to acknowledge it if the button state was indeed changed.
Interrupt technique uses the IRQ to recognize the button press, which
allows the CPU to be free to perform other tasks. For the same example of the
button press, the program could be running calculations or other background
tasks, however when the button is pressed the state of the program is saved
along with the program counter and other registers, to perform the ISR for
that button press, in Phase I that is to start the timer as illustrated in Figure 1.
When the ISR is finished the state of the program is restored back to continuing
the processes that we done before the interrupt.
Table 1 summarizes the main differences between the two synchronization
methods.
Table 1: Tight Polling vs Interrupt Synchronization

Efficiency
Ease of Implementation
Ease of Debugging

Occasional

Interrupt

depends
simple
simple

depends
hard
hard

As seen from the Table 1, occasional synchronization is easier to implement
and easier to debug due to the fact that no workaround for printf statements
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required. Additionally, the implementation is simply a while loop with peripheral state checks. Interrupts, however require workaround for printf as printf
is also an interrupt. As well as the implementation is not intuitive, as an ISR
setup and register manipulation is required.
Although the main difference between the two is efficiency as that depends
in the application. Interrupt technique is better for asynchronous, urgent and
infrequent tasks which do not create a ton of overhead as not buffer is required
to service lots of interrupts in a small window of time. Tight polling is better
for synchronous, non urgent frequent tasks but uses a lot of CPU cycles which
drives power consumption.
In this project, the interrupt technique is chosen as it is easier to implement the timing design with timer interrupts. Thus, the buttons that are
asynchronous, infrequent, and urgent, are chosen to be implemented as interrupts.

1.3

Debugging

During Phase I, one problem that occurred was a one second delay for LED
and 7 segment display to start illustrating the state of the DIP switches after
any button is pressed. This was a concern because each button sequence
should take 8 seconds for the full cycle, while the current implementation was
taking 9 seconds. It was discovered while testing the reset of the cycle when
the button is pressed again to make sure that the new DIP switch state is
displayed. The specific test involved setting up the switches such that the first
is different state and the button is pressed the second time when the LED or 7
segment display shows the second DIP switch state. This should immediately
reset to the first state of the DIP switches, but the test failed.
To find the route cause the debugger in the IDE was used to step through
the program to determine the flow of events, and the problem was determined
to be in the implementation of button and timer interrupt, as the button would
save the state of the DIP switches and start the corresponding timer, instead
of showing the first state and then starting the timer.
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Figure 1: Phase I software design
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2.1

Phase II
Software Specification

Phase II implementations of occasional and interrupt synchronization techniques are described in the flow charts below (Figures 2a and 2b).

(a) Interrupt

(b) Occasional

Figure 2: Phase II software design implementation

2.2

Experimental Results and Analysis

The two synchronization methods are tested by varying the pulse period, duty
cycle, and granularity of the background task. The objective is to analyze
these variables with respect to latency and number of missed tasks for the
both techniques.
All plots in this section are based on data from an average of 5 samples
per combination of variables to have statistical determination. Each of these
plots had one variable held constant in order to find the relationship between
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the other two. The constant granularity, period, and duty cycle used are 81,
5, and 6, respectively.
The number of missed pulses is seen in Figure 3a and Figure 3b. The
number of missed cycles were tested against the period and duty cycle for
both interrupt and occasional polling techniques.

(a) Interrupt

(b) Occasional

Figure 3: Period and Duty Cycle vs Missed Pulses
Figure 3a and Figure 3b both share similar trends as to the interaction of
period and duty cycle. As period is increased, the number of missed pulses
decreases. Also, as duty cycle increases, the number of missed pulses decreases.
This effect is very small for the interrupt technique. However, for occasional,
the decrease in duty cycle minimizes the window for detection of pulses, thus
making it easier to miss a pulse. This is seen in Figure 4a and Figure 4b. As
period increases, it becomes harder to miss a pulse because the pulses become
more distinct and they do not come as often.

(a) Small Duty Cycle

(b) Large Duty Cycle

Figure 4: Occasional Synchronization EGM Pulse (Top) and Response Pulse
(Bottom)
The effect of period and duty cycle against latency is seen in Figure 5a
and Figure 5b. In interrupt technique, the period had the largest effect on the
latency. However, occasional polling technique only duty cycle has a significant
effect on the latency. The period seems to affect the latency of the interrupt
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technique in a non-linear manner. The peak can be explained by the period
aligning more or less with the constant background task time, resulting in a
response latency corresponding to the alignment.

(a) Interrupt

(b) Occasional

Figure 5: Period and Duty Cycle vs Latency
Granularity is analyzed to see how it affects the latency and of synchronization techniques. The effect of granularity on latency is seen in Figure 6a
and Figure 6b. Figure 6a illustrates that granularity has little to no effect
on the latency of the interrupt technique. This is because background tasks
are interrupted when a pulse is created so the granularity is not relevant to
the latency. In the occasional polling technique, the latency tends to oscillate
as the granularity is changed. This is because the background tasks take a
constant amount of time, as determined by the granularity. Different values of
granularity will align the occasional pulse checks with the pulses better than
other values. This is made clear in Figure 7, as the latency peak varies with
both the period and the granularity.
Granularity is also compared against the number of missed pulses for both
techniques (Figures 8a and 8b). Figure 8a illustrates that granularity has
no effect on the number of missed pulses for the interrupt synchronization
technique. This is because the background task gets interrupted when a pulse
arrives so the granularity does not matter. For occasional polling, however,
the granularity makes a large difference. Since occasional polling only checks
for pulses between tasks, the length of the task determines whether a pulse will
be missed or not. If the length of a task aligns better with the pulse period,
then the number of missed pulses will go down significantly. This relationship
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(a) Interrupt

(b) Occasional

Figure 6: Duty Cycle and Granularity vs Latency

Figure 7: Period and Granularity vs Latency for Occasional
is made clear in Figure 9, as the peak of missed pulses varies both with the
period and the granularity.

2.3

Conclusions

The criteria used to compare the synchronization techniques was minimizing
latency and number of missed pulses. In this, the interrupt technique performed significantly better than the occasional polling technique in terms of
both latency and number of missed pulses. This makes sense, as the interrupt
technique is designed to respond to pulses immediately, whereas the occasional
polling technique will only check in between tasks.
For the interrupt technique, the duty cycle was found to have a very in7

(a) Interrupt

(b) Occasional

Figure 8: Duty Cycle and Granularity vs Missed Pulses

Figure 9: Period and Granularity vs Missed Pulses for Occasional
significant effect on both the latency and the number of missed pulses. The
granularity also had no discernible effect on the latency on the number of
missed pulses either which makes interrupt technique so valuable. The period
had the greatest effect on the number of missed pulses and the latency. The
higher the period, the better the results for latency and missed pulses.
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Contribution and Reflection

Kevin’s contribution to the lab was figuring out how to get the button interrupt
service routine to work. He also figured out how to do a lot of interfacing with
the Altera board. Getting the lights to flash in the correct order was done
using a technique that he conceived of. Also discussed with Pavel on the best
programming approaches for most aspects of the lab.
Data collection and analysis for phase 2 was done by Kevin. He also created
plots comparing period, duty cycle, granularity, missed pulses and latency in
MATLAB.
The most important learning outcome from Kevin’s lab experience was
learning about interrupt service routines and the interaction between period,
duty cycle, and granularity in terms of the reliability of an interrupt service
routine.
Pavel’s contribution involved the software design of part one that was reviewed and revised with Kevin. Along with timer set up and integration for
phase I. He also worked on debugging the project due to moving it from N:
to C: drives as well as kept updated version control through git. Pavel in
collaboration with Kevin for design approach completed the code for phase II
which was used for data collection and analysis by Kevin.
Pavel learned how to interface with the Altera Library, and make changes
to FPGA hardware for specific design decisions, for example interrupt edge
detection for EGM pulses set to any. As well as the different implementation
techniques for design based synchronization methods.
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