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Executive Summary
This report describes the implementation of the final design presented in MTE 481 report.
The report outlines the final design, major design changes, testing data and final budget and schedule
of the project.
Motivation for the project comes from the need to drive automation in one of the deadliest industries
with approximately 10.1 deaths per 100,000 employees. Moreover, construction projects are on
average 80% over budget and 20 months behind schedule. Due to an ad hoc environment any
autonomous machinery on-site requires an up-to-date site model for navigation. The proposed
solution is an autonomous mapping drone that flies over the site and constructs this model by feeding
image data through a custom data pipeline.
The system is designed based on cost, time, speed, resolution and other constraints and criteria
outlined in section 1.0. The hardware platform consists of a Lynxmotion HQuad500 Base Kit drone
frame with Raspberry Pi, a Navio2 shield flight controller and a GoPro Hero 5 for imaging. Custom 3D printed dampening mounts for the camera and the computing unit are designed and decrease high
frequency vibrations by 2.5X. The final hardware platform costs $1417.46 and weighs 1456 grams,
utilizing about 30% of the total possible payload of the drone. It achieves a max flight time of 12
minutes.
The Ardupilot open source software stack is used for controlling the flight of the drone. Through
control parameter tuning 0.135 P gain is selected for the roll/pitch PID control loops as it provided
the tightest bound on error from the control signal. Ardupilot also enables flight autonomy with flight
paths that are generated with a custom script that allows the user to specify the location of the site
with longitude and latitude or address.
Image data is then transferred to an AWS EC2 instance for processing, using OpenDroneMap, creating
a point cloud. The point cloud is then filtered with an adaptive filter and outliers are discarded. The
filtered point cloud is then meshed into a 3D model. This model is then uploaded to a server and can
be accessed through an API. The model can be enriched through a custom web app designed using
AngularJS, ExpressJS and WebGL. Site managers can access the orthophoto of the construction site
and label roads and points of interests, which are then accessible via the same API.
Through testing of the system on the Columbia Ice Fields construction site, an exponential trend in
the overlap percentage between images and number of points generated in the point cloud is found.
Additionally, a non-linear relationship is found between the computation time and the number of
images processed through the pipeline, thus creating a trend between quality of the model and cost
of computation.
Lastly, the project comes in on time as the platform and test data were ready for presentation on
symposium day. Additionally, the project is within its constrained $3000 budget with the total cost
of all components, including hardware, totaling to $2827.10.
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1.0 Introduction
In the United States, 991 construction workers died in 2016 [1]. On average it represents 19
dead every week and more than 2 deaths every day. In Canada, the construction industry is
considered as one of the deadliest industries in the country [2], accounting for 22% of total workplace
fatalities in 2012 [3]. Following these statistics, there is a clear need for a solution that reduces the
number of injuries and deaths on construction sites. This section provides further details and
reasoning for conducting this project.

1.1 Background
The construction industry ranks first in number of fatal work injuries in 2016 (Figure 1). It ties
for third in fatal work injury rate with 10.1 deaths per 100,000 employees (Figure 33 in Appendix A).
It also ties for third in lost time claims (Figure 34) with a high of 25,015 claims made in 2015. Lost
time claims are created when employees suffer work related injury which results in time off work,
loss of wages or permanent disability [4].

Figure 1 – Number of fatal work injuries by industry in 2016 [1]
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These statistics, among other factors, contribute to construction projects being on average 80% over
budget and 20 months behind schedule, with a high of 650% over budget and 9 years behind
schedule, per the Global Projects Database (Figure 2). Despite advances in technology, the
productivity in the construction sector has been declining since the 1990s, according to the
Organization for Economic Co-Operation and Development (Figure 35 in Appendix A).

Figure 2 – Cost and schedule overruns in construction sector [5]

1.2 Needs Assessment
Despite innovation in technology used for construction, the sector remains one of the most
dangerous for its employees. Furthermore, projects are 80% over budget and 20 months late on
average. Therefore, there is a clear need to enable autonomy on construction sites to effectively
increase efficiency and decrease fatal work injuries by removing humans from the operation. To
enable autonomy on the site, an accurate site model enriched with points of interests is required.
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1.3 Problem Formulation
To achieve a solution for the defined need, the problem objectives, criteria and constraints are
defined in the section below to fully define the scope of the project.

1.3.1 Project Goal
The ultimate goal is to develop a system that generates an accurate 3D site model for
autonomous technology to use as a collision model of the construction site. The scope of this project
focuses on building a prototype for autonomous data gathering to generate the 3D representation of
the site. This 3D model can then be enriched through a web API that provides labelled roads and
points of interest.

1.3.2 Project Objectives
For the solution to be considered, it must be able to collect raw construction site data
autonomously and repeatedly. This raw data must be processed in some manner in order to generate
the 3-D model of the site. Additionally, the model must be open to enrichment by the user who
provides locations of points of interests and labelled roads. Constraints and criteria further define
the project objectives in the sections below.

1.3.3 Constraints
The constraints shown in Table 1 are part of the main selection criteria that define the final
design outlined in section 2.0.
Table 1 – Constraints
Constraint
Identifier
1
2

Constraint Type

Description

Cost
Mass

Physical platform costs less than $3,000
Physical platform has a mass less than 6kg
Able to fully refresh site model twice per day (for a
construction site with an area of 100mx100m)
Be able to operate of all types of terrain typically found on a
construction site
Gathering of raw terrain data must be autonomous

3

Speed

4

Robustness

5

Autonomy

6

Timeline

7

Timeline

Hardware prototype must be achievable in 3 months (end of
December 2017)
Final hardware and software prototype must be demo-able in
6 months (end of March 2018)
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After performing market research of solutions to mapping and topology, the team determined a lowcost design with a target of $3,000 for the platform cost is competitive. The mass constraint is set to
allow the hardware platform to be considered “mobile” and ease deployment on a construction site.
The value of 6 kg is based on the human comfort limit for carrying and lifting objects on the
construction site. The third constraint is imposed in order to have an accurate collision map for
autonomous solutions to use. The frequency is set to have a new model twice a day (morning and
midday) to track the changes in the topology and points of interests on the construction site. The
robustness constraint exists because the solution must match the norm of operational conditions that
current construction equipment performs in. The autonomy constraint is set as the overall goal of
this project is to enable autonomy on a construction site, thus this tool must be autonomous in order
to enable an “end to end” autonomous site. Lastly, the timeline constraints exist to define the scope
of the project and amount of pure design tasks that will be tackled. The hardware timeline is set half
way through the project timeline as the team requires enough time to validate the software and data
flow architecture. This has an effect on the hardware design choices described in section 0.

1.3.4 Criteria
A valid solution to the problem was also scored on two criteria (shown in Table 2). Although
model enrichment with road and points of interest labels is not an essential requirement for a site
model, it is an added bonus for the autonomous solutions to have that information. Additionally, the
model is proposed to have a resolution of at least 100 points per square meter which is about one
point every 10 cm.
Table 2 – Criteria
Criteria
Identifier

Criteria Type

1

UX

3

Resolution

Description
Enable end users to label roads and other points of interest
on the collected terrain data
Exceed a point cloud density of over 100 data points per
square meter

1.4 Design Review
Once each aspect of the design was finished, the team met to make sure that the integration of
each component will meet the proposed constraints and criteria, adding modifications to the design
if necessary. Any changes to the final design are recorded and justified in the respective component’s
section.
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2.0 Final Design Summary
The detailed final design of hardware platform, data processing pipeline and software website
architecture and implementation is described in the following section. The overall project flow is
summarized in Figure 3 below. A Lynxmotion HQuad500 drone kit is selected as the base for a custom
hardware architecture of off-the-shelf components. A Raspberry Pi microcontroller with a Navio2
shield are used to control the drone. To collect images in-flight the GoPro Hero5 is selected with linear
12 MP time-lapse setting of image capture at 2 Hz. Once the flight is complete, the image data is
transferred to an AWS EC2 instance where the data processing pipeline processes the images using
OpenDroneMap creating a point cloud [6]. The point cloud is then filtered and meshed together into
a 3D model that is used as a collision map for the autonomous solutions. The model file can be
accessed through an API. Additionally, construction managers can enrich the model with labeled
roads and points of interests (such as locations material piles, charging stations etc.) and upload the
information to the server for the autonomous machinery on the construction site to utilize in their
daily tasks. The project website also allows investors and shareholders to view the construction site’s
current state and progress of the project.

Figure 3 – Overview flowchart outlining the mapping pipeline

5

2.1 Drone Hardware
There are a few notable changes and additions to the hardware and mechanical portions of the
project since the MTE 481 Final Report submission. These being a change in camera hardware as well
as the final design and construction of damped hardware mounts. A detailed description of the
driving forces behind the change in camera hardware is included in the The console window in the
top left reports the system status such as the drone mode, sensor status, battery level and localization
parameters. The Map window below the console provides a visualization of the drone flying in
autonomous mode with google maps on the background. The terminal window on the right outputs
the drone’s current altitude, however, can be set up to output any parameters in the script.
Camera Solution section, this section of the report serves as an overview of all other hardware
components.
The hardware architecture of the drone platform is driven by three main constraints: platform mass
(Constraint 2), cost (Constraint 1) and hardware timeline (Constraint 6). The mass constraint does
not ultimately impact the component selection and design because a drone, by its very nature, must
be light in order to fly and will inevitably be mobile and easy to carry. Cost and timelines however,
have major implications to the hardware portion of the project.
Since the drone hardware must be ready and should be tested relatively early in the project’s
timeline, the full mechanical design and analysis of its airframe is not pursued by the team. However,
ready-to-fly development drones that allow for the level of software integration that the team desires
cost in excess of the $3000 budget cap. These factors point to the final solution being a drone frame
kit with a custom controller and electronics architecture to enable flight to be achieved relatively
quickly while keeping costs low. Section The budget for the project is capped at $3000, from the
constraints outlined in section 1.3.3. The sections below outline the three main cost categories:
hardware, symposium and cloud computation. The final project cost totals to $2827.10, not including
tax and shipping for hardware components. This differs from the actual out-of-pocket cost incurred
by the team, which totals to $1915.73. This discrepancy exists because some hardware and cloud
computation costs are hypothetical. For hardware, the team already had some pieces at their disposal
owned by team members, while for cloud computation the team had a large amount of free credits
Section 4.2.1 provides a fully detailed view of the hardware BOM and shows that the final hardware
platform cost sits well below $3000, at $1206.33.

2.1.1 Final Hardware Architecture
Frame and Payload
The final hardware architecture that represents the physical measurement platform for the
project is best described as a custom architecture largely composed of off-the-shelf components. The
mechanical flight platform chosen for the project is a Lynxmotion HQuad500 Base Kit. This kit
provides much of the mechanical frame of the drone needed to mount components as well as the
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motors and ESCs (Electronic Speed Controllers) required for flight. The main factors that determined
this choice were the price and availability of the components (the kit is less than $1000 and ships
within a few days) and its payload capacity, which is approximately 1.5kg [7], leaving ample room
for additional hardware and accessories.
A mass budget for the drone components was conducted in the design phase of the drone to
determine that the payload capabilities of the drone were not exceeded. Ultimately, only roughly 30%
of the drone’s payload capacity is being used. The mass budget used to determine this is included
under Table 19 in Appendix B. The drone’s final mass was also estimated to be 1165 g, the real mass
as measured with the actual drone is 1465g, an increase of 26% that is mostly attributed to
unaccounted masses such as 3-D printed mounts and fasteners.

Flight Hardware
Beyond the mechanical drone frame and payload considerations, the actual flight hardware
that enables autonomous flight also requires selection. Figure 4 below is a diagram of the final
hardware architecture of the drone, it is an adapted version from the MTE 481 Final Design Report
presented late 2017 [8].

Figure 4 – Drone Hardware Architecture
To keep costs to a minimum, a low-cost control board such as the Raspberry Pi 2 Model B is chosen.
This is the platform upon which all the flight control software runs and enables the drone to fly
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autonomously. Section 2.3 details the open source flight software (Ardupilot) used on board the
Raspberry Pi to control the drone along with the custom mission planning software developed by the
team.
The Raspberry Pi on its own does not have the sensing capabilities to be able to enable flight. The
flight sensor hardware is contained on board the Navio2 Shield that pairs with the Raspberry Pi. The
choice in this hardware was simple as it was the lowest cost solution available that interfaced easily
with the Raspberry Pi and supported the open source flight software stack that the team has chosen.
One notable change in the final hardware architecture is the change in camera hardware. Instead of
a USB enabled camera module, where the Raspberry Pi is directly responsible for interfacing and
image capture, a relatively less “integrated” solution of a GoPro Hero 5 is chosen. Interfacing issues
with the originally selected camera module are the cause of the alteration and are discussed at length
in Section 2.4.3.
The power distribution and motor/ESC hardware is part of the purchased drone frame kit, so no
extensive selection process occurred for these components. However, the battery size (44.4 Wh) was
deliberately chosen to enable a ~15-minute flight time. A preliminary flight time analysis was
conducted in the MTE 481 Final Design Report, resulting in an estimated flight time of 14:35 [8]. The
calculation performed for this analysis is included in Table 20 of Appendix B. Through flight testing
the real flight time is approximately 12 minutes based on wind and flight path, representing a
difference of ~19% between estimate and real. Even with slightly lower than expected flight time,
two full mapping sequences are able to be performed for the 190m x 100m test site chosen. One thing
to note is that the switch to a GoPro for the camera hardware means that the camera does not
consume power from the drone battery, as the power analysis presented from the previous report
suggests. Since the camera consumes such a small percentage of the power of the drone (~1%), it
does not impact the results from the power analysis in a significant way.

2.1.2 Damper Design
An aspect of the drone hardware that requires design from the ground up is the mounting
strategy for the control board (Raspberry Pi + Navio2) and camera hardware (GoPro Hero 5). These
are data collection components that are sensitive to vibrations in the chassis of the drone, and thus
require some form of active of passive damping. Chassis vibrations are caused by the motors on the
drone, as they spin at a very high rate (~10,000 rpm) during flight.
A “floating bed” design is used for the hardware requiring damping. This essentially involves creating
a cushion of deformable material in the mounting stack up for these hardware components. In order
to determine the effectiveness of the designed mounts, a simple set of tests is run that reveals the
level of attenuation achieved.
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Raspberry Pi Mount
The Navio2 board that is directly mounted to the Raspberry Pi contains dual IMUs used by
the flight control algorithms. Thus, it is imperative that as little noise as possible is introduced into
their readings in order to improve the stability of the drone. Although the flight control software
includes an EKF to aid in noise rejection, a passive strategy to mitigate as much noise as possible is
always a valuable addition to any control system.
The Raspberry Pi mount is a multi-piece mount. The lower pieces hard-mount to the chassis of the
drone and another piece mounts to the hard-mounted piece using rubber dampers with grooves at
each end. Figure 5 below shows the CAD of the design. Detailed drawings are also provided in
Appendix C. The hard-mounted parts are colored red, and the floating bed of the Raspberry Pi is
colored blue. For ease of manufacturing, due to the intricate geometry of the parts and, if necessary,
iteration, the manufacturing method chosen was 3-D printing. The material used was PLA plastic,
simply due to availability at the time of manufacture.

Figure 5 - CAD for the Raspberry Pi damped mount
In order to test the effectiveness of this damper, two revisions of the design exist. In one, the rubber
dampers act as the interface between the hard mounted and floating parts and in the other the parts
are simply fused by solid cylinders of plastic. Figure 6 below shows the two designs, as manufactured,
side-by-side.
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Figure 6 – Damped (right) and undamped (left) Raspberry Pi mounts
Both damped and undamped mounts affix to the chassis using the same mounting holes. The location
in chassis is shown below in Figure 7. Ideally, the IMU onboard the Navio 2 would sit right at the
center of gravity of the drone frame. Its current location is approximately 5 cm behind and 2 cm to
the left of the COG, which is a small enough offset to not impact flight stability.

Figure 7 - Raspberry Pi chassis mounting location
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Raspberry Pi Damper Mount Vibration Testing
After two flights were performed, the Ardupilot Groud Station interface is used to plot the
vibrations of the flight controller. The Mission Planner interface’s method of capturing vibration
values is by recording the raw 3 axis accelerometer data from the dedicated IMU on the flight
controller. The raw values are then filtered with a 5Hz high pass filter to remove vehicles movement
and set as base line for x, y, and z axis. The next values are then subtracted from the baseline data and
the difference is squared, filtered through a 2Hz filter and rooted for the individual axis [9].
Based on Ardupilot documentation, the EKF performance degrades when vibrations cause
accelerations in excess of 60 m/s2. As can be seen in Figure 8, the damper mount keeps the vibrations
to an average below 5 m/s2 with some occasional spikes to maximum 6 m/s2 for x and y, with the z
reaching a maximum of 19 m/s2 and averaging to 9 m/s2.

Figure 8 – Vibrations of the flight controller with the damper mount
Figure 9 illustrates the vibration of the flight controller without the damper mount. There is a
significant increase in high frequency vibrations that cause accelerations mostly averaging around
15 m/s2, and go up to a maximum of 46 m/s2. Although not surpassing the maximum acceptance
values, the EKF performance will degrade in the drone’s autonomous flight modes. Therefore, the
damper mount decreased the overall high frequency vibrations by 2.5X.
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Figure 9 – Vibrations in the flight controller without the damper mount

GoPro Mount
The motivation to dampen the GoPro’s mounting bracket is fairly simple. The vibrations
induced in the chassis of the drone are a high enough frequency to cause the GoPro to move in the
middle of an image frame capture. This causes ripples in each image captured by the GoPro that have
a significant negative impact on the final point cloud generated.
The design strategy for the GoPro mount is very similar to that of the Raspberry Pi mount. It is a twopiece design with a rubber damping piece acting as the interface between the two pieces. One piece
is hard-mounted to the chassis while the other mounts to the GoPro itself. Figure 10 below shows
CAD of the design, with the hard-mounted piece colored in red and floating piece in blue. Detailed
drawings are also provided in Appendix C.

12

Figure 10 - CAD for the GoPro chassis mount
Similarly to the Raspberry Pi mounts, these mounts are also 3-D printed. This time with ABS instead
of PLA due to material availability. Figure 11 below shows the parts as manufactured and mounted
onto the chassis of the drone. Note that the mass of the mount and GoPro are cantilevered far ahead
of the drone’s COG, however the IMU-based stabilization in the Ardupilot stack is able to compensate
for this by applying more thrust to the front rotors.

Figure 11 - GoPro chassis mounting location
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GoPro Damper Mount Vibration Testing
The testing plan for the GoPro mount is very similar to the Raspberry Pi mount, except the data
in question is simply the image data from the GoPro rather than acceleration data from an IMU. The
analysis of results for this test are purely qualitative and are based on the quality of the image
gathered during a 4K video when hard-mounted and when damped. Table 21 in Appendix B provides
a video link to view the video captured by the GoPro when undamped. The warping visible in this
video is eliminated when the damped mount is used.

2.1.3 P Gain Control Parameter Tuning (Roll and Pitch)
There are many drone control parameters that Ardupilot opens up for tuning to achieve
optimal performance. Technical documentation for Ardupilot suggests tuning the most critical which
is proportional (P) gain in the PID loops for roll and pitch [10]. The P gain values convert the desired
rotation rate into motor output. Additionally, the proportional gain is the most apparent during flight
testing, while the integral (I) and derivative (D) gains are less so. The P gain is varied between {0.08,
0.135}. It is important to understand that high gains will cause the drone to be more responsive to
roll/pitch inputs, however, if the gain it too high it will cause the drone to oscillate in roll and/or
pitch. On the other hand, lower gains will make the drone smother to input but going too low may
cause dangerously slow response.
The Ardupilot Ground Station GUI allows to easily plot the response for the pitch/roll parameters.
Figure 12, Figure 13, Figure 14, and Figure 15 show the response data for the respective change in
parameters {0.08, 0.135} in the desired roll and pitch P gains.
Comparing the pitch performance for P gains set to 0.08 and 0.135 (Figure 12 and Figure 13,
respectively) the 0.135 P gain response is much closer to the input command and thus, performs
better for drone control.
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Figure 12 – 0.08 P gain pitch response of a PID drone controller

Figure 13 – 0.135 P gain pitch response of a PID drone controller
The same affect can be seen when comparing roll performance between the 0.08 and 0.135 P gains
(Figure 14 and Figure 15, respectively). The 0.135 gain remains much closer to the control input.
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Figure 14 – 0.08 P gain for roll response of a PID drone controller

Figure 15 – 0.135 P gain roll response of a PID drone controller
To further emphasize the difference in P gains, the error for both is plotted in Figure 16 and Figure
17. For 0.08 gain, the error remains between -19 to 12 degrees for pitch and roll. However, the 0.135
gain reduces the error to a bound of -4 to 8 degrees for both roll and pitch. The error in yaw angle
must be ignored as yaw control is tuned and is not important for current application.
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Figure 16 – The error in roll/pitch response to control input with 0.08 P gain

Figure 17 – The error in roll/pitch response to control input with 0.135 P gain
Thus, the results (Figure 17) show that 0.135 P gain is deduced to perform the best for current drone
configuration.

2.2 Mission Planner
Ardupilot's autonomous solution requires a set of GPS coordinates to be input as waypoints for the
drone to follow. These waypoints consist of longitude and latitude coordinates that create a path over
a given area. For the system to be fully autonomous, the weight of the path computation should not
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be on the operator's shoulders. Instead, this mission planner should only require a starting address
and a confirmation that the generated path is correct. The application flow can be seen in Figure 18.
The code is also partly taken from Scott Lobdell’s Map Manager blog [11].

Figure 18 – Flowchart of the Mission Planner
Each section of the flowchart above will be discussed in detail in the following sections, including the
creation of the waypoints, use of autonomous versus manual mode, and file creation. The code for
this section can be found in the Drone Code [12] repository on Github.

2.2.1 MapManager Object
The Mission Planner [11] application uses a class to keep track of all things map related, from
converting pixels to GPS longitude/latitude to requesting the map from the Google Maps API.

Member Variables
The MapManager object [11] contains the following member variables, including their type
and purpose, as seen in Table 3.
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Table 3 – Member Variables for MapManager Object
Member Variable Type

Description

map_height

Integer

Control the displayed map height in pixels

zoom

Integer

Quantity to zoom in from a full Earth view (at zoom = 0), in powers
of two

static_map

Image

Displayed map

center_lat

Double

Latitude coordinate of the center of the displayed map

center_lon

Double

Longitude coordinate of the center of the displayed map

corners

List

List of image corners as (x,y) coordinates

plotted_points

List

List of tuples containing the latitude and longitude of each point
for display purposes

path

Object

Object containing the latitude and longitude of each point along
the path

done

Boolean

Move from selecting points to generating/saving the path

Table 3 will serve as reference for the variables mentioned in the following sections.

Map Request
MapManager [11] uses a base URL (http://maps.googleapis.com/maps/api/staticmap)
combined with the member variables to request a map of the right dimensions with its center being
the provided latitude and longitude. An example of such a request with latitude and longitude (40.02,
-80.05), map height of 512 and zoom of 17 would look as follows:
http://maps.googleapis.com/maps/api/staticmap? center=40.02,-80.02&zoom=17&size=512x512&sensor=false&maptype=satellite

The request returns a static satellite image of the given address. This image, along with the known
map height and zoom, is used in the member functions to translate from pixels to latitude and
longitude, and vice-versa.

Translation Functions
The finalized path requires waypoints that have latitude and longitude coordinates, but when
interacting with the application, the operator is transmitting pixel coordinates to the application.
Thus, a translation between pixel coordinates and GPS coordinates is required. The source code can
be seen in Figure 19.
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def linear_meters_in_map(self):
meters_in_map = self.degrees_to_meters(self.degrees_in_map)
return meters_in_map
def _window_x_y_to_grid(self, x, y):
center_x = center_y = self.map_height / 2
new_x = x - center_x
new_y = -1 * (y - center_y)
return new_x, new_y
def _grid_x_y_to_window(self, x, y):
center_x = center_y = self.map_height / 2
new_x = center_x + x
new_y = center_y - y
return new_x, new_y
def x_y_to_lat_lon(self, x, y):
grid_x, grid_y = self._window_x_y_to_grid(x, y)
offset_x_degrees = (float(grid_x) / self.map_height) * self.degrees_in_map
offset_y_degrees = (float(grid_y) / self.map_height) * self.degrees_in_map
return self.center_lat + offset_y_degrees, self.center_lon + offset_x_degrees
def lat_lon_to_x_y(self, lat, lon):
offset_lat_degrees = lat - self.center_lat
offset_lon_degrees = lon - self.center_lon
grid_x = (offset_lon_degrees / self.degrees_in_map) * self.map_height
grid_y = (offset_lat_degrees / self.degrees_in_map) * self.map_height
Figure 19 – Source-code for Translation Functions
window_x, window_y = self._grid_x_y_to_window(grid_x, grid_y)
return int(window_x),
int(window_y)
Each function mentioned
in the source code
above is used to transform an (x,y) coordinate from the
screen into a (longitude, latitude) coordinate, which is needed for the Ardupilot-compatible file
mentioned in the following sections.

2.2.2 Path Object
The MapManager [11] object contains, as a member variable, another object called Path. This object
is responsible for creating a grid with each corner represented as an (x,y) position, and has a function
for creating the path by adding vertices with equal distance from each other in the x-direction and ydirection.
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Member Variables
The MapManager object contains the following member variables, including their type and purpose,
as seen in Table 4.
Table 4 – Member Variables for Path Object
Member Variable

Type

Description

rows

Integer

Number of vertices in the vertical direction on the grid

cols

Integer

Number of vertices in the horizontal direction on the grid

radius

Double

Radius of each vertex's coverage

vertices

List

List of vertices containing (x,y) positions and unique ID

min_x

Double

Value of smallest x component in image

max_x

Double

Value of largest x component in image

min_y

Double

Value of smallest y component in image

max_y

Double

Value of largest y component in image

range_x

Double

Difference between min_x and max_x

range_y

Double

Difference between min_y and max_y

The table above will served as reference for the variables mentioned in the following sections.

Path Planning
The path planning assumes that each vertex is at equal distance from each other both vertically
and horizontally, forming a grid. Thus, the x-position and y-position are simply an integer
multiplication of the distance between them, it being range_x and range_y divided by the rows and
cols member variables respectively. The path generation follows a "snake" pattern, and the creation
of the vertex and its addition to the path happens before the next vertex is created. Thus, a double
for-loop is used where the first for-loop loops through all rows and the second for-loop loops through
all columns. Every time the generation is happening on an even row value, each vertex within that
row is generated from lowest y-positions to highest y-positions, while generation happening on odd
row values generates vertices from the highest y-position to the lowest y-position. This ensure that
the "snake" pattern is generated without the need for additional modifications to the path. This
pattern can be seen in Figure 20.
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Figure 20 – Path Snake-like Pattern

2.2.3 Path Generation
The mission planner application goes through sequential steps to generate either an
autonomous or manual path over a construction site.

Generation Mode
The first step the application requires the operator to go through is to select how to generate
the path: autonomously or manually. For most construction sites, the autonomous mode is the better
option, since it creates a grid of waypoints to cover an area of 100 meters by 100 meters without the
need for the operator to pick each waypoint individually. However, if the construction site is of odd
shape or the operator wants to capture a greater number of images at a certain area, they can choose
the manual approach and select the path through individual waypoints.

Address to Path Generation
The first step to obtaining the path is to find the latitude and longitude of a given address.
From a user perspective, the operator is given the choice to either enter latitude and longitude
directly if the construction site does not have an allocated address yet, or enter the address directly,
including street number, province, and postal code. The former can be obtained directly from Google
Maps or any other map service, while the latter is obtained through the Python Geocoding toolbox
[13], more specifically through the geocode module. This module takes an address string and returns
the associated longitude and latitude.
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If the entered address is not valid, the user will be notified through a console message and the
application will terminate. Otherwise, the application will initialize the MapManager object discussed
previously with the longitude, latitude macros for the map height and zoom, and finally the mode
(autonomous or manual).

Path Creation
Once the construction site’s latitude and longitude have been obtained, the application takes
on a different behaviour depending on the path generation mode. For autonomous mode, the code
generates a set of points in a grid pattern with a specific radius or distance between them and creates
a path that traverses these points in a snake-like manner, as shown in Figure 20 above. This given
radius is calculated based on the requested altitude, drone's speed and field of view of the camera to
produce a 75% radius overlap between points, assuming that the camera takes a pictures every 0.5
seconds. The vertical and horizontal Field of View (FOV) are obtained from the GoPro Hero6
datasheet [14]. The calculation for the radius distance is shown below:
𝑉𝑒𝑟𝑡𝑖𝑐𝑎𝑙 𝐹𝑂𝑉 = 29.3°, 𝐻𝑜𝑟𝑖𝑧𝑜𝑛𝑡𝑎𝑙 𝐹𝑂𝑉 = 49.5°
𝑉. 𝐹𝑂𝑉
𝑉𝑒𝑟𝑡𝑖𝑐𝑎𝑙 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑜𝑓 𝐼𝑚𝑎𝑔𝑒 = 2 ∗ 𝑎𝑙𝑡𝑖𝑡𝑢𝑑𝑒 ∗ tan E
F = 20.91 𝑚𝑒𝑡𝑒𝑟𝑠
2
𝐻. 𝐹𝑂𝑉
𝐻𝑜𝑟𝑖𝑧𝑜𝑛𝑡𝑎𝑙 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑜𝑓 𝐼𝑚𝑎𝑔𝑒 = 2 ∗ 𝑎𝑙𝑡𝑖𝑡𝑢𝑑𝑒 ∗ tan E
F = 36.88 𝑚𝑒𝑡𝑒𝑟𝑠
2
𝐴𝑟𝑒𝑎 𝐶𝑜𝑣𝑒𝑟𝑒𝑑 = 𝑉. 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 ∗ 𝐻. 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 771.16 𝑚 O
𝐻𝑜𝑟𝑖𝑧𝑜𝑛𝑡𝑎𝑙 𝑂𝑣𝑒𝑟𝑙𝑎𝑝 = 𝐻. 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 − 75% ∗ 𝐻. 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 9.22 𝑚𝑒𝑡𝑒𝑟𝑠
5𝑚
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝐵𝑒𝑡𝑤𝑒𝑒𝑛 𝑃𝑖𝑐𝑡𝑢𝑟𝑒𝑠 =
∗ 0.5 𝑠𝑒𝑐 = 2.5 𝑚
𝑠𝑒𝑐
2.5𝑚
𝑉𝑒𝑟𝑡𝑖𝑐𝑎𝑙 𝑂𝑣𝑒𝑟𝑙𝑎𝑝 = 100% −
= 88.04%
20.91𝑚
As shown above, a radius between waypoints of around 10 meters gives 75% overlap, while the
chosen drone speed and image capture rate provided with well over 85% overlap, providing for
enough coverage of the construction site.
If the operator chose to generate paths manually, the application enters a loop that checks for a
mouseCallback event (left click on the mouse) from OpenCV [15] and adds a point where this event
occurred. The application exits the loop once the path has been completed and the operator rightclicked on the map. The generated path follows the order by which points have been added, with the
first point being the start of the path and the last point being the end.

File Creation
Once the path has been completed, the operator is given a choice to either save the path to a .txt
file with the required Ardupilot [9] format or discard the path.
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The mission file describes the actions for the drone at every waypoint. An example of a simple
mission is shown in Table 1 below.
Table 5 – Required file format (QGroundControl for the Ardupilot) [16]
Index

Current
WP

COORD frame

CMD

P1

P2

P3

P4

1

1

3

16

0

0

0

0

2

0

3

22

0

0

0

0

3

0

3

16

0

0

0

0

4

0

3

20

0

0

0

0

X Long

Y Lat

43.476064 -80.549947
0

0

43.475699 -80.549759
0

0

Z Alt

Auto

0

1

30

1

30

1

0

0

The index specifies the number of waypoints. The current waypoint column dictates the starting
coordinate of the path. Next column specifies which coordinate frame the drone must use, the simple
options are {local,global_absolute,global_relative}. The most common choice is
global_relative mainly to have the altitude as relative [17]. The command column has a variety
of choices. The common ones are {(16) waypoint, (82) spline waypoint, (20) return to
launch (RTL), (21) land, (22) takeoff}. The “waypoint” command type is used to send
points as milestones that the drone will fly. The first row in the file identifies the home location. The
“RTL” command type is used to return the drone to its home location.
The next four parameters define the behavior of the drone at each waypoint. These are left as zeros
as no special actions are required besides the drone getting as close to the target waypoint as the
localization estimate allows [18].
The next 3 columns are self-explanatory as they specify the location of the waypoint in longitude,
latitude and altitude. Finally, the last column specifies whether the drone should automatically
continue to the next waypoint.

2.3 Drone Software
For autonomous control, a Navio2 shield is used in conjunction with the Raspberry Pi to enable
Ardupilot [9]. Ardupilot is an open source library created for enabling autonomous, unmanned
vehicle systems. It contains firmware for multiple drone configurations which provides the
capabilities for flight based on GPS waypoints as well as wind rejection and stabilization. Ardupilot
also allows for localization and orientation with Extended Kalman filter by fusing the data from GPS,
IMU, barometer and compass measurements. For this project, Ardupilot provides full flight autonomy
to follow the mission created (details in Section 2.2).
For testing the team used software in the loop (SITL) applications developed by Ardupilot and
compiled from the Ardupilot libraries which allows developers to test the drone behavior without
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the hardware. This is an easy solution to test the generated path from the mission planner when the
drone hardware is not ready or out of commission due to a crash. The SITL provides a variety of
commands that perform the same task as an operator or autopilot once the mission file is loaded.
The simulation is done using the Ardupilot SITL as well as DroneKit API that communicates with the
simulated or real vehicle over micro air vehicle communication protocol (MAVLink). It opens access
to vehicle telemetry, state and parameter information as well as enabling mission path management
and direct commands to control the drone movement. The API provides multiple class methods to
inquire about vehicle state, the ability to change vehicle flight modes {AUTO, GUIDED, LOITER, etc …}
as well as create and manage the mission files on the vehicle.
An automated script is then created to mimic a typical flight where the mission is loaded onto the
simulated drone to verify the intended flight. The script checks that the file generated by the mission
planner has the correct format, and that the drone will be able to interpret the commands. The setup
is shown in Figure 21.

Figure 21 – SITL mission planner file verification test set up
The console window in the top left reports the system status such as the drone mode, sensor status,
battery level and localization parameters. The Map window below the console provides a
visualization of the drone flying in autonomous mode with google maps on the background. The
terminal window on the right outputs the drone’s current altitude, however, can be set up to output
any parameters in the script.
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2.4 Camera Solution
The sensor hardware responsible for capturing the necessary data for 3D point cloud
reconstruction is a camera with still image capability, which should be USB-enabled and small
enough to fit in most gimbals.

2.4.1 Initial Hardware Solution
The initial hardware solution selected was the e-con Systems see3CAM_CU135 [19], a 13
Megapixels camera module with auto-exposure, and fixed focus that is USB-powered and USBenabled. The camera module itself weighed only 19.5 grams with the lens, with a 30 x 30 x 31.3 mm
(with lens) form factor. It was selected as the smallest USB-enabled camera module that could reach
a resolution of over 12 Megapixels, a minimum acceptable standard for photogrammetry and for
OpenDroneMap [6]. Through a USB3 port supported by the Raspberry Pi, this camera could output a
13 Megapixel image encoded using UUYV at 9 frames per second, well beyond the needed 2 frames
per second from the Mission Planner estimation for proper image overlay. It's size also meant that,
with a proper casing, this camera could be easily fitted into actively stabilized gimbals if the damping
solution did not prove to stabilize the camera well-enough. Its light weight also meant it did not
significantly increase the payload, therefore not affecting flight time. Finally, since the see3_CU135
[19] camera is USB-enabled and USB-powered, only one cable is required to both power and run the
camera, which simplifies the hardware architecture.

2.4.2 Initial Software Solution
The camera module initially came with an established user-friendly application for taking still
images and saving them onboard. However, this application required user interaction, and since the
overall solution is autonomous, the camera solution also had to be autonomous. Instead, the
video4linux [20] library was used to develop the camera software, which ran using ROS to
communicate with the drone control loop.

Camera Drivers
E-con Systems provided the necessary drivers working with video4linux [20], but these
drivers were written in C, while ROS is only compatible with C++. Thus, small syntax adjustments and
cast assignments had to be performed on the driver code. Once these small changes were properly
performed, the driver code could be used within the ROS Framework. The flowchart of the camera
software can be seen in Figure 22.
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Figure 22 – Flowchart of the Camera Software
First, the camera is selected from a set of video4linux [20] compatible cameras, which can be
found under the /dev/video4linux path. The camera parameters are set, mainly the resolution
(width and height) and encoding (UUYV), and the loop rate is set to half a second, meaning that the
camera will take a picture every half second. Signal Handlers are also established, so that the camera
can exit smoothly if any signals such as SIGINT, SIGTSTP and SIGEGV are produced.
The camera is then initialized using the feature_test_api_init driver function, which tests
whether the camera can be accessed and interfaced with. The main steps of this initialization include
the allocation of buffer memory for image storage and ensuring that all camera information can be
accessed, such as the encoding type, number of attached cameras, and other necessary controls. Once
the camera has been initialized, the initial resolution and encoding parameters are assigned, letting
the camera know how to transmit the image information so that it can be properly encoded.
Within the ros::ok() while loop, the camera take_snap function is called, which takes the sensor
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data from the camera buffer, stores it into a buffer array and calls save_snap, transforming the
buffer data into UUYV encoded images. According to the datasheet, this process should take 1/9th of
a second, allowing for an extra 389 milliseconds to disable the still capture mode and reset all
necessary variables for the next picture to be taken. Once the camera receives the exit signal, it exits
from the while loop and enters the feature_test_api_exit function, which frees all pointers
and deallocates all memory, before shutting down the camera module.

Underlying Issues
As per the provided datasheet, the camera module should have been able to take nine 13
Megapixels raw images per second through a USB connection. However, upon testing the camera
through the provided drivers, it turned out that it could only manage one image every 12 to 15
seconds, mainly due to the low bitrate through the USB connection and the poor design of the
save_snap function, which lacked multi-threading and other performance-enhancing methods.
With a path flight time estimated at around 4 minutes, the camera would have managed to take only
20 images at most, making it unusable. Thus, the ROS-enabled code was discarded, and an alternative
solution had to be considered.

2.4.3 Alternative Solution
Due to the unmanageable issues of the initial camera module, the GoPro Hero5 was selected
as the alternative imaging solution for the drone.

Advantages
The Hero5 meets the resolution and speed requirements, allowing for 12 Megapixels images
to be taken every half second. It also meets the size and weight requirements, with a size of 61.7 x
44.4 x 24.4 mm and a weight of 118 grams. Furthermore, the Hero5 is the standard with which
gimbals based themselves on. Thus, if need be, any actively stabilized gimbal would suit the GoPro
solution. The GoPro Hero5 is also internally stabilized and has autofocus, which simplifies the capture
of clear and sharp images. It can also operate in a variety of weather conditions. An added bonus is
that the robust design can survive an impact from the approximate cruising altitude of the drone if
something went wrong and it were to fall.

Disadvantages
The main disadvantage of the GoPro and the initial reason it was not selected as the imaging
solution is its lack of USB interface, meaning that it cannot be triggered autonomously. It also means
that the captured images cannot be transferred to the Raspberry Pi after being captured, and rather
stay on the GoPro until the operator manually removes them.
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Impact on Autonomous Pipeline
Since the Hero5 cannot be interacted with autonomously, the operator has to have the GoPro
app installed and start a 12 Megapixels 0.5 second time-lapse in Linear Mode before the drone takes
off, stopping the recording once it lands. The operator also needs to create a folder containing the
captured images, turning it into a zip file for the integration pipeline in the next section. This step is
the only manual step in the process, which should have been autonomous had the initial solution
worked as promised. However, the GoPro still ended up being a reliable solution that produced highquality images with minimal disturbance and high dynamic range, which is ideal for
photogrammetry.

2.5 Point Cloud Generation
The section below describes the process of generating a point cloud from the gathered image
data using OpenDroneMap [6], hereafter referred to as ODM, and filtering the data for use in our
application.

2.5.1 Generating a Point Cloud Using ODM
To generate a 3D model of the area, ODM [6] takes in a set of images. Features are detected in
each image. A feature is any unique detail or color that can be identified and bounded. After this is
done, features are matched across different images. In this step, the software tries to estimate if
features in one image are the same ones in another image, just from a different angle. During this
step, it helps if image location and orientation info is complete in the images’ EXIF data. By matching
features across multiple images, ODM can locate the approximate location of the feature in 3D space.
This is done at scale to identify millions of points.
Since the team used this open source software as-is, without modifications, the process will not be
further explained. Due to the large processing constraints encountered while running the software,
the team had to balance the number of images used with the quality of results. As one might imagine,
using less images tends to produce lower quality reconstructions but requires less computation time.
This tradeoff is further explained in the Testing and Performance section.

2.5.2 Filtering and STL Conversion
OpenDroneMap [6] produces multiple .ply files, including merged.ply and meshed.ply.
In this project, only merged.ply is used, since it provides the raw XYZ point cloud with no meshing
between it, which is ideal for filtering. Although ODM removes some outliers while producing the
point cloud, it remains noisy and unnecessarily precise for regions such as flat surfaces and roads.
Thus, a process of filtering through imagery and STL conversion is applied to the produced point
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cloud to offer the clients a collision model with less noise to import and implement in their own
systems.

2.5.3 Point Cloud Filtering
To filter the point cloud, two libraries are used: OpenCV [15] and PCL (Point Cloud Library).
The former is an extensive imaging library both for Python and C++ and includes image capture and
filtering frameworks, while the latter is a widely known library to handle 3D and 4D point clouds,
remove outliers, filter them and handle meshing and format conversion. The following flowchart in
Figure 23 shows the code pipeline, which imports the .ply file, maps it to an image, inpaints it to fill
holes due to mapping, and filters it. The resulting image is then mapped back to a point cloud before
being saved as an .STL polygon mesh, which is the standard for collision models in autonomous
solutions.

Figure 23 – Flowchart of the Filtering Process
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The code for this section can be found in the Integration Pipeline [21] repository on Github.

Image Mapping
For an average point cloud over an area of 100 meters by 100 meters, around 8 million points
are being generated by OpenDroneMap [6]. For example, the generated point cloud presented at the
Symposium on March 23rd contained 8,869,136 points. Trying to filter a point cloud of that size is
computationally demanding and unnecessary when trying to meet the resolution criterion (100
points per square meter). Instead, a quick image mapping can be applied to combine neighboring
points and take their average. While this method reduces the original resolution, it allows for a
reduction in noise while decreasing the time needed to filter the point cloud and generate the STL
file.
While mapping is essential to move from the point cloud representation of data to an image
representation, it is also used in parallel to generate a mask, where every pixel obtained from the
point cloud has value 0 in the mask while the remaining pixels have value 1. This mask is used to
identify the regions of the image where inpainting is necessary, regions where the pixel values have
not been obtained through mapping. Thus, when a point is mapped to a pixel, this pixel is set to 0 in
the mask, since the data at that pixel has been directly obtained from the point cloud. Physically this
might mean there was insufficient image data captured to define the area or there were too few
features detected by ODM. Inpainting is necessary to provide a map without gaps of missing
information. Performing inpainting is one of the main steps that allows for sparser image data to be
collected, drastically reducing point cloud processing time and therefore enabling the system to run
multiple times a day. It is further explained below.

Inpainting
Due to reflective surfaces, among other reasons, some areas of the point cloud might be free
of points. While mapping might solve small missing areas by using neighbouring points
(downsampling), larger areas are still left empty. Before applying filtering, inpainting has to be
applied to fill these areas, otherwise the existing emptiness will act as points of intensity zero, and
thus create concave areas after filtering is applied.
This inpainting is done using OpenCV's inpainting wrapper [22]. This wrapper takes in the image to
be inpainted as well as the mask needed to localize the regions to fill in. For each region, inpainting
works by working from the outside, filling in the boundaries of the region and working towards the
middle. This method, known as the Fast Marching Method [22], is specified through the third
argument taken by the function cv2.INPAINT_TELEA, as developed by Alexandru Telea [22].

Filtering Methods
The image being fully reconstructed through mapping and inpainting, filtering methods can
now be applied. Due to the complex nature of the original point cloud, with missing data, sharp edges
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and uneven surfaces, it is impossible to accurately and quantitatively measure the effectiveness of
any filtering methods. While the mean filter might smooth out uneven surfaces, it would transform
vertical walls into slanted ones. And while edge enhancement would sharpen corners and removes
bumps within barriers, it would also accentuate tire tracks left by excavators and bulldozers. It is
common practice to quantitatively measure filtering techniques using a “perfect” image as reference
and introducing noise to then filter out.
The chosen filter ended up being a custom adaptive filter, which is a dynamic adaptation of a Canny
Edge Detector [23] and a smoothing filter. This filter identifies whether a pixel is part of an edge or
not, and if not, takes the average of its surroundings. The flowchart of the filter can be seen in Figure
24.

Figure 24 – Flowchart of Filtering Design
This filter is considered adaptive since it can differentiate between edge regions and flat regions, as
well as only take into consideration the neighboring points enclosed by other edges, essentially only
considering pixels that are from the same “region” or class. As shown in Figure 24, the filter first
identifies edge regions using a Canny Edge Detector [23]. It then iterates through all pixels and
choose to either keep the current noisy value or smooth it out. The former happens if the pixels is
part of the detected edges, and thus contains a high Signal to Noise Ratio (SNR). The latter happens
if the pixel is part of a flat region, and thus need to be averaged out with its neighbors to reduce the
effect of the additive Gaussian noise. Given a specified window size, the neighboring points are
included in the averaging process if they are part of the same regions and within the window size.
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The former statement is broken If an edge is detected, thus ending the search for points within the
row or column of pixels. For an image of size 1000x1000 pixels, a window size of 20 is preferable,
which includes enough points for the smoothing filter to work well without risking inclusion of other
regions not separated by edges, such as smooth grayscale transitions.

Filtering Testing
The testing of the custom adaptive filter was performed using images that would represent
the general types of data that could be encountered, since the mapped construction sites did not have
large holes or vertical structures when the data was collected. Additive Gaussian noise was added to
this test image with a variance of 2, meaning that pixel’s intensity would vary within ±2√2 of their
original intensity for 95% of the time (2 standard deviations). Then, the adaptive custom filter was
applied on the noisy image, generating a filtered image with edge retention and smoothed out
surfaces. The results of this testing can be seen in Table 6.
Table 6 – Filtering Testing
Original

Noisy

Filtered

92.560798

96.324526

Image

3D
viewin
g

Smooth
Areas

PSNR
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As shown in Table 6, the custom adaptive filter smoothed out most of the noise out of flat regions
while retaining edges. It’s adaptive aspect allowed for the heights of points from any of the towers to
not affect the smoothing of the points from the bottom surface. It also scored higher on the PointSignal-to-Noise-Ratio function, a function that calculates how close each pixel is to its original value.
A higher score means that the resemblance is closer, and thus the filtered image was of higher quality
with a score of 96.324526, as opposed to 92.560798 for the noisy image.

2.5.4 STL Conversion
To convert a point cloud to a PolygonMesh [24], a mesh formed of triangles with vertices
equivalent to the points from the point cloud, multiple steps needs to be taken: a normal estimation,
a concatenation of the normal and XYZ fields, and a greedy triangulation to generate the
PolygonMesh.

Normal Estimation
The first step to STL conversion is to apply a normal estimation to the set of points from the
point cloud. This estimation is stored within the PointCloud<Normal> object. A kD-tree is used for
searching within the nearest neighbors, using the FLANN approach (Fast Library for Approximate
Nearest Neighbor) to efficiently find the nearest neighbors of a given point and applies Normal
Estimation [25].
Normal Estimation is done by using the point's neighbors to estimate the surface that would
surround the point of interest. By estimating the normal of a place tangent to the point, the problem
becomes a least square fitting of all planes that can be inferred from the neighborhood, also known
as k-neighborhood. By minimizing the error between the different planes and points on these planes,
such as the distance of their projection onto the plane, the normal vector can be properly estimated.
These normal vectors are then concatenated with the initial point cloud, generating an enhanced
point cloud that can be used for meshing.

Polygon Mesh Computation
Using the enhanced point cloud calculated in the previous section, Greedy Projection
Triangulation [24] can be applied on each point, ensuring a smooth transition between areas of
different densities and smoothing out surfaces where the variation in normal vectors is minimal.
Once again, the kD-tree with FLANN [24] approach is used for finding the nearest neighbors of every
point, a search radius of 1 meter is set and a maximum of 500 neighbors are used for the computation.
The greedy approach adds edges one by one, ensuring that no edge intersects previously defined
edges. It stops once all points have been linked up to the final mesh. The parameters for this polygon
mesh generation included the maximum angle between surfaces, set to 120 degrees, while the
minimum angle is set to 0 degrees for flat surfaces. Other parameters include the Maximum Surface
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Angle set to 45 degrees, which means that points whose normal vector deviates by more than 45
degrees from the query point will not be accounted for in the computation [24].

STL File Creation
Once the polygon mesh has been generated, the final step is to save the file as an STL. PCL
provides a function wrapper called savePolygonFileSTL [24] which allows for a polygon mesh
to be saved as a binary STL, the standard for 3D collision models for autonomous solutions.

2.6 Integration Pipeline
The integration pipeline is running on an AWS c5.9xlarge server with 36 cores and 72 GB of
DRAM. It hosts the OpenDroneMap [6] point cloud generation as well as the post-generation filtering
and STL conversion code, while also communicating with the S3 instance through POST requests to
provide the user website with up-to-date orthophotos (top-down images of the generated meshed
3D data), object files, and STL files. The code for this section can be found in the Integration Pipeline
[21] repository on Github.

2.6.1 Current Design
The current design of the integration pipeline took into consideration the use of the GoPro as
the imaging solution. Since the GoPro stores its images onboard and the operator needs to extract
these images and store them in a zip file, the integration pipeline first get holds on this zip file through
a command line argument and unzips them in a project directory, using the current date and time to
produce the project name. Using the zipfile Python module [26], the pipeline checks if the file is a zip
file and if it can be extracted, otherwise it throws an error.
The second step is to call the OpenDroneMap [6] point cloud generation script, passing in the project
generated in the first step and running the script as a Python Process [27], which allows for the script
to wait until it has completed before moving on. The script itself is called using the Python subprocess
module [28], which allows for python to execute command line script such as Bash scripts.
Once the OpenDroneMap run script finishes, the integration pipeline moves on to filtering. This
filtering step is optional and specified by calling the integration script with a --filter flag. If this
flag is specified, the filtering script is run, passing in the project path so that it knows where to find
the file to filter. Once again, this script is called using the Python Process [27] and subprocess [28]
modules.
Finally, once the files have been generated and filtered, the integration pipeline creates a POST
request to the S3 server, providing it with a compressed object file and an orthophoto, so that the
website can display the orthophoto and make the object file downloadable.

35

2.6.2 Improvements and Considerations
Due to the camera issues, the integration pipeline is not fully autonomous. The operator still
needs to gather the images, compress them and run the pipeline. Thus, with the proper camera
module, the integration pipeline should follow the flowchart in Figure 25.

Figure 25 – Flowchart of the intended integration pipeline
As shown in the previous figure, the camera module would save its pictures directly on the Raspberry
Pi while the drone is flying. Once it landed, the Raspberry Pi would then connect to the remote AWS
server, upload the images into a new project directory and run the current integration pipeline on it,
creating a hands-off solution. All the operator would need to do is keep their hands on the drone
controller as per the regulations and bring the Raspberry Pi to an area with internet connection,
whether it's a Wi-Fi connection or an LTE connection.
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2.7 Website
The website portion of the system is used to keep stakeholders updated and to allow
construction site managers to annotate roads and points of interest. The website also provides an
application-program interface (API) that allows autonomous vehicles to get the info they require
directly. The site’s visual design process as well as frontend and backend architectures will be
explained in the section below. The code for the website can be found on Autonomappr’s GitHub
repository [29].

2.7.1 UI/UX Design
The website can be related to any other form of communication. The content should be
tailored to the audience and should be easy to process. The main challenge is that the functional
communication needs to be done visually and therefore intuitively. Due to the team’s limited visual
design experience and limited effort, different websites were observed for design choices that lead
to intuitive communication. The main influencer was determined to be Google Maps [30]. The main
Google Maps site communicates information in a similar style to Autonomappr. Given Google’s
extensive design research and popularity, the design is intuitive to the average user. Autonomappr
aims to appeal to the general person since users will be non-technical construction site workers or
stakeholders in the construction project.
The design of the website was created using a visual prototyping tool: Sketch. It is shown in Figure
26.
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Figure 26 – Website Design
The functionality of the website includes displaying a top-down view of the 3D reconstruction
(hereafter referred to as the orthophoto) and allowing the site manager to annotate it. Following the
design of Google Maps [30], the map is shown on the right side of the screen and information is
displayed on the left side. The information bar was switched to a dark color scheme to promote
contrast between different colors and increase visual appeal. Google Maps is used as the background
for the orthophoto. This helps users locate the orthophoto in real life. Seeing roads and landmarks
around the site helps users tell what’s what, even when the construction site itself might look less
distinctive. Users should be able to switch between satellite and map views, so different cues are
available for them to visualize.
In terms of annotation, the user has two choices: roads and points of interest (POIs). A road
represents a temporary path which an autonomous vehicle can use. A POI represents and interesting
point on the map. This can include materials, work locations, or locations where vehicles should go
when their work is complete. The full waypoint functionality can be determined by autonomous
vehicles and construction managers using them. To keep the interface straightforward and simplistic,
a user has to click a button indicating they want to add a road and POI. Then, the user can click
anywhere on the orthophoto to add points to a road or a group of POIs.
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Adding points to a road produces “joints” in the road. The path is connected by straight lines between
joints. Adding a new point to the road connects it to the previously active point and makes it the new
active point. Clicking near a point previously added to the road adds a connection between points if
one does not exist but does not add duplicate joint to the road. Roads can be named to enable
distinction. An example would be distinguishing between the main road and the concrete supply
road. Roads should also be colorized differently to distinguish between them. Adding a group of POI
allows a user to click anywhere on the orthophoto and place one or more points. Naming and
colorizing for POI groups should be the same as for roads.
Finally, the website should allow the user to download an object file representing the 3D model. This
is now required in regular operation but is very useful for stakeholders at a distance that want to get
a better idea of progress on the construction site. The downloadable file should be in a format that
makes sense visually to the average person and is not difficult to view. The team decided to use the
OBJ file produced by ODM [6] because it is small in size, meaning the user will not have to download
a massive file, and is colorized to match the site, giving the user more visual intuition. The main
obstacle behind this part of the user experience is viewing the OBJ file. The file can be opened by
common applications that are preinstalled on most desktop/laptop operating systems, however they
do not display a colorized version. To view the colorized version, external applications, such as Mesh
Lab [31], need to be downloaded. Future plans to overcome this obstacle will be discussed in the
Website Recommendations section.

2.7.2 Frontend
The frontend refers to the part of the website that is executed on the user’s computer. This
includes HTML, CSS, and JavaScript files. HTML is used to lay out the skeleton of the website. This is
the basic layout of items in relation to each other. CSS is used to describe the display attributes of
each element. This includes a variety of parameters such as size, color, font, position, and so on.
JavaScript, specifically AngularJS [32], is used to inject logic and functionality into the website. The
frontend architecture, tools used, and integration with ODM [6] results are described below. The
graphics section refers to the use of WebGL [33] when displaying roads and POIs on top of the
orthophoto.

Architecture
The frontend is served through the index file: index.html. Loading this file on the user’s web browser
instructs the browser to download additional HTML, CSS, and JavaScript files which, together, will
make up the website shown. The index file also includes headers which specify things like the
website’s default language (for search engines to classify it) and the way different devices should
treat the website.
Then, once files are loaded, AngularJS, hereafter referred to as Angular, launches an app with a router
attached. The router swaps sections of HTML efficiently on the fly without having to reload the whole
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page. This functionality is currently not used since there is only one page, however it could be
leveraged later if the site expanded. The router inserts the homepage HTML and ties it to the
homepage controller. Angular specifies how to label HTML elements in ways that allow them to be
controlled through JavaScript. The controller is just JavaScript code that can tie into different
libraries, services, and functions. These can be defined by the developer or imported from external
sources. It can store variables and use them to directly influence HTML elements. For example, HTML
elements can be linked to arrays in a JavaScript controller. This would duplicate the HTML element
for each item in the array and pass specific values from that item to the element.

Angular Controller
The Angular controller used to run the web page uses four services developed by the team.
These services provide interface functions to deal with roads, points of interest, and annotation
graphics. Each service will be covered in a separate section below. The controller itself handles what
happens to the UI and handles user inputs. Functions are provided in the Angular controller to create
and edit roads or POIs. These functions modify the interface by adding rows in the sidebar on the left
for a new item or changing appearances on the go. The functions also connect to services, providing
info on new points added to a road/POI group or indicating a road/POI group was deleted. In
addition, the controller initializes data and saves changes through interfacing with services.

Road Manager and POI Manager Services
The road manager service manages all info that has to do with roads. The info about each
road is stored in JSON format. Each JSON object contains the road’s name, ID, color, and a graph
describing nodes and edges. Each node is a joint in the road and can be represented as a spot on the
orthophoto. These can be translated to GPS coordinates for autonomous vehicles to understand by
using the orthophoto’s location and size. The manager includes functions to add roads, add points to
a road, load roads, save roads, and interfaces with the graphics service to draw roads to the screen.
The POI manager is very similar to the road manager, except it handles POI groups instead of roads.
The info and functions are the same except the POI manager stores POI groups as arrays of points
rather than a graph of nodes. Loading and saving of info in each manager refers to loading from or
saving to the backend through the API. This allows the site to have “memory” of previous sessions; if
you reload the page or open it somewhere else, the same roads and POIs will show up. Calls to the
API are made using Angular’s built-in $http [34] and $q [35] packages. The $http package allows
asynchronous HTTP calls to be made through a REST framework. The $q package allows functions to
return asynchronous results that trigger callback functions when the HTTP request completes.
Finally, the managers have functions which send select info back to the main angular controller to
display. This includes road/POI names and colors.

Graphics Service
The graphics service interfaces with WebGL to draw roads and POIs on top of the orthophoto.
This is done by setting up a GL canvas on top of the orthophoto. The GL canvas is a space which can
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be rendered to using the WebGL graphics library. Using WebGL requires the creation of GL programs.
Each program contains a vertex shader and a fragment shader. The vertex shader takes coordinates
as inputs and calculates the correct position on the GL canvas to place a certain point. The shader
logic is custom to the application. WebGL’s draw function can be called using a variety of flags.
Through these flags, the fragment building method can be specified. For example, the POINTS method
creates a fragment for each point, while the LINES method creates a fragment between two points.
The fragment shader specifies how pixels should be colored across a fragment. The simple
application created for Autonomappr’s website simply colors pixels one color based on the road/POI
passed in. The fragment shaders are also used to create circles around a point based on distance from
the center. Every time an item is drawn to the screen, arrays representing the coordinates of points
in a road or POI are set up. These arrays are passed in as buffers to be processed by fragment and
vertex shaders. A vector representing color is also passed in and then the GL program is executed.
This program takes advantage of the computer’s graphics processing capability to execute many
shaders in parallel. Each time something is drawn to the screen, the screen is cleared by clearing all
pixel values.

Integration with Google Maps
The integration with Google Maps is done through their JavaScript API [36]. This is imported
in the index file headers. The map is stylized to use a light grayscale color palette instead of the
regular one. This is meant to highlight the captured orthophoto by making it the only colorized item
on the map. The map is centered on specific latitude and longitude coordinates to match the
orthophoto. The use is able to use built-in map controls to switch between Google’s SATELLITE and
ROADMAP view modes. The ROADMAP mode uses the light grayscale color palette and is the default
view. The SATELLITE view is meant only to see how the orthophoto fits into the surroundings using
satellite imagery. The orthophoto and satellite imagery sometimes don’t fit together properly due to
image transformation inequalities. For example, one may be slightly tilted or skewed compared to
the other. This is only a slight incongruence, so it was not dealt with. All other map controls (including
things like zooming, panning, and rotating) are disabled to control the user experience. Finally, the
map is set to a preselected zoom (zoom = 18). At this zoom level, a 100m * 100m area is clearly visible,
while also showing a bit of the surroundings for reference.

2.7.3 Backend and API
The backend is the part of the website that runs on external servers. It performs different
functions based on the type of HTTP request made to the server and the path to which the request is
made. For example, when using an internet browser to visit the site, a GET request is performed on
the address “/”. In this case, the backend returns the index file to the browser and the browser is able
to display the frontend material as described in the previous section. The other main function of the
backend is to contain the API. This is done by specifying different paths to which HTTP requests can
be made and how to handle those requests. For clarity, all API paths are prefixed with “/api”. The
following sections will describe the architecture of the backend and the main functions of the API.
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Architecture
The main file in the backend is server.js. This file includes initializations for different
applications which parse incoming data. It also launches a server using ExpressJS [37], hereafter
referred to as Express. The server is what allows the backend to “listen” for incoming HTTP requests
on different paths and respond to them as necessary. To isolate the API, all paths related to it are
loaded from a separate file: routes.js. Any incoming HTTP requests are passed through functions
specified when a path is created. The functions take in “request” and “response” objects. The request
includes information passed along by the entity which made the HTTP request. Sometimes this might
not include any useful information, however other times it may include data which is useful in the
API function. The response object is built as it goes through different functions and is eventually sent
back to the entity which made the HTTP request. This response object includes a code indicating the
success of the HTTP request or the type of error that might have occurred. For example, a type of
erroneous response that is common to see is a 404 response. This means that the path was not found
and can often be seen when misspelling the name of a website. The response object also includes any
data sent back to the entity which made the HTTP request.

Overview of API Functions
This section will go into some detail about the main API functions and how they’re
implemented. For any data to be persistent across different devices, it must be stored on the backend.
To facilitate this, there are read and write functions for each part of the data that must remain
persistent. The first part is road and POI data. The interface specifies paths and HTTP request types
to read data and write data. For example, the path “api/roads/update” allows a POST request to
update the road information. Table 7 below shows each path and request type as well as the function
it performs. A path with a given request type is known as an API “endpoint”.
Table 7 – API Endpoints
Path

Request
Type
/api/params
GET
/api/params/update POST
/api/roads
GET
/api/roads/update
/api/poi

POST
GET

/api/poi/update
/api/stl

POST
GET

Function
Returns a set of parameters describing the orthophoto
Updates the parameters to represent a different orthophoto
Returns a JSON object representing the currently annotated
roads
Saves all the roads a user has annotated, overriding old data
Returns a JSON object representing the currently annotated
POIs
Saves all the POIs a user has annotated, overriding old data
Returns an STL file.

The reading and updating functions are almost identical for roads and POIs. The reading function
checks if a saved file exists and, if not, creates an empty one. Then, the saved file is read and parsed
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into JSON format. This JSON object is returned via the HTTP response. The main difference between
the roads and POI implementation is the saved file name. The update function takes in annotation
info generated on the main site. If all roads or POIs have been deleted, the respective saved file is also
deleted. Otherwise, the old saved file is overwritten with a new one containing encoded JSON data as
received.
The read and update functions for parameters describing the orthophoto are very similar in terms of
updating a file with JSON info. Finally, the STL endpoint simply returns a file that’s supposed to be
used as a collision map by autonomous vehicles connecting to the Autonomappr system.
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3.0 Testing and Performance
This section describes various performance tests and analysis of the built system. The main
focus is to determine relationship between the amount of data collected, flight time, produced model
quality, and computation time.

3.1 Model Quality Analysis
The team designed a test to determine the quality of the data produced when changing the
image sampling rate to take an image every {0.5, 1.0, 2.0} seconds. These tests are performed on two
different paths shown in Figure 27 and Figure 28, representing two different path densities. This also
allowed the team to determine a relationship between the amount of data vs computation time of the
data processing pipeline. The image data gathered for both paths is of Columbia Ice Fields (CIF) dome
construction site located at 250 Columbia St W, Waterloo, ON N2L 0A1 with an approximate area of
190 m x 100 m. The amount of image data collected for each test is summarized in Table 8.

Figure 27 – Dataset 1 path (dense)

Figure 28 – Dataset 2 path (sparse)

Table 8 – Number of images per respective datasets with variations in image sampling rate

Dataset
1
2

2 [Hz]
261
171

Number of Images
Image Sampling Rate
1 [Hz]
131
86

0.5 [Hz]
66
43
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Evidently the tighter the path and the higher the image sampling rate the more image data will be
collected (shown in Table 8).

3.1.1 Image Overlap vs Point Cloud Density
Decreasing the amount of the images taken effectively changes the vertical overlap percentage
between images as the ground speed is kept the same.
Table 9 – Vertical Image Overlap percentage for each different image sampling rates

2 [Hz]
88.04%

Vertical Overlap

Image Sampling Rate
1 [Hz]
76.09%

0.5 [Hz]
52.18%

Using the formula derived in section 2.2.3 the vertical percentage for each image sampling rate is
shown in Table 9. Changing the spacing between the vertical paths (shown above) change the
horizontal overlap between images (see Table 10 for values).
Table 10 – Horizontal image overlap for two different paths
Data Set
1
2

Horizontal Overlap
75%
53.46%

Following is a qualitative and quantitative analysis of the impact of image overlap to the final model
generated. This is done without the data filtering discussed in section 2.5.3, to prevent it from
normalizing results. Quantitatively, Table 11 below summarizes the point cloud data generated for
all test cases, with a clear trend emerging between image overlap and point cloud density.
Qualitatively, the subjective appearance of features is also graded between different datasets.
The number of points generated is displayed underneath each point cloud image in Table 11. The
minimum to meet the project resolution criteria (defined in Table 2) is 1,900,000 points. As seen
below, the constraint is met only by 2Hz, and 1Hz sampling rates in dataset 1 and only by the highest
sampling rate in dataset 2.
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Table 11 – CIF point clouds from the respective datasets with different image sampling rates

2 [Hz]

Image Sampling Rate
1 [Hz]

0.5 [Hz]

1

4,347,158 points

2,502,111 points

1,283,281 points

3,294,262 points

1,647,376 points

674,884 points

2

Table 11 demonstrates the relationship between image overlap and point cloud density. Decreasing
sample rate and thus vertical overlap has an adverse effect on point cloud density, and the same is
true for decreasing horizontal overlap through the use of a less dense flight path. Figure 29 below
shows a graph that represents this tabular data in graphical form. The relationship is clearly
nonlinear, as the percentage of overlap increases the number of points increases exponentially.
Decrease in horizontal overlap drops the exponential curve keeping the same overall shape as can be
seen from plotting both datasets.
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Figure 29 – Exponential relationship between overlap percentage and number of points
As mentioned before Table 12 displays the orthophotos for different sampling rates. The orhtophotos
are used in the annotation web-app and are thus important to evaluate. The quality of the orthophoto
remains the same until the zoom level becomes 500x and then some detail is missing from the lower
sampling rates. However, it is important to note that the orthophotos are not generated from the
point clouds but only 2-D image data, and thus maintain better quality with decreasing overlap
percentages. Additionally, since the main objective is to provide an accurate collision map for the
autonomous technology, the evaluation for the overlap percentages must come from the model and
point cloud, not the 2-D orthrophotos.

47

Table 12 – CIF model orthophotos with varying image sampling rates in two datasets

2 [Hz]

Image Sampling Rate
1 [Hz]

0.5 [Hz]

1

2

The 0.5 [s] sampling rate preserves the most detail when looking at dataset 1, although not easily
seen in Table 12, Table 13 and Table 14 below illustrate the level of detail in the excavator, the
containers and dome foundation wall. However, 1.0 [s] sampling rate appears to be more successful
at reconstructing flat surfaces as seen specifically in the containers and dome foundation wall in the
dataset 1.
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Table 13 – Model of the containers on the CIF construction site for the respective datasets
with different image sampling rates

2 [Hz]

Image Sampling Rate
1 [Hz]

0.5 [Hz]

1

2

There is a dramatic difference in detail preservation between the two data sets and it can be clearly
demonstrated in Table 13 when analyzing the reconstruction of the containers or the excavator. As
hypothesized the decrease in the number of images leads to decrease in quality of the 3D model
reconstructed. Another interesting observation is the fact that a decrease in horizontal overlap
effects the quality of the model more than the same amount of decrease in vertical overlap. This can
be seen when comparing the 1 [Hz] and 0.5 [Hz] models of dataset 1 to any two models between
dataset 1 and 2. The latter comparison shows a much smaller degradation in quality than the former.
However, in both cases the decrease in horizontal and vertical overlap is roughly the same at 25%
(from ~75% to 50%).
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Table 14 – Model of the CIF dome foundation on the construction site for the respective
datasets with different image sampling rates

2 [Hz]

Image Sampling Rate
1 [Hz]

0.5 [Hz]

1

2

Table 14 demonstrates the straight wall re-construction for all sampling rates between both data
sets. Once again, the decrease in horizontal overlap drastically decreases the quality of the model.
Additionally, data set 1 is able to retain approximately the same height of the foundation structure
when decreasing the vertical overlap, while in data set 2, the wall height decreases drastically. The
decrease in vertical overlap also appears to cause loss of detail in the ground topography; the ground
flattens out progressively when decreasing the image sampling rate.
Overall, decreasing the overlap percentage decreases the quality of the reconstructed model without
the effects of filtering applied. Decreasing the horizontal overlap has more of an effect on the quality
than the decrease in vertical overlap. However, more testing is required to determine the exact
relationship.

3.1.2 Image Sampling Rate vs Computation Time
Using the previously mentioned data sets with different paths to analyze the relationship
between the number of the images and computation time for data processing pipeline. Table 15
shows the computation time difference between the number of images.
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Table 15 – Image Sampling Rate vs Computation time for two different paths
Data Set

1

2

Computation Time
real
user
system
real
user
system

Image Sampling Rate
2 [Hz]
61m 49.157s
385m 9.624s
592m 46.524s
32m 18.892s
237m 32.624s
308m 33.340s

1 [Hz]
19m 57.386s
156m 31.504s
164m 28.660s
12m 36.674s
103m 12.836s
106m 28.708s

Flight time
0.5 [Hz]
7m 34.929s
65m 11.740s
45m 27.396s
5m 26.982s
43m 12.288s
33m 40.704s

4 m 18s

2 m 52s

It illustrates a variety of data in terms of processing. The “real” time is wall clock time that every
person is used to. It defines the time from the start to finish of the call to the data processing pipeline.
Thus, it includes the waiting time for processing if it is blocked by I/O. “User” time is strictly amount
of time the CPU spends outside of the kernel executing user mode code (within the process) thus it
does not include the time spend by other processes or process blocked time. Finally, “system” time is
the time spent by the CPU in kernel within the process outside of user-space. Therefore, the total CPU
time that the process used is user + system time. It is normal for the wall time to exceed both user
and system times as the value displayed is across all processors with multiple threads in each [38].
Figure 30 demonstrates the non-linear relationship among the size of image data and computation
time. Depending on the user’s needs and requirements they have the options to increase the quality
of the model with the added cost of computation time ($0.03125 / min with the current EC2 AWS
instance works out to $45/day) and vice versa if quality or amount of detail is less important. This
decision can be made based on the project timeline, where initial models may not require as much
accuracy due to lack of features in the environment, but later models may require more accuracy as
the site gets more crowded and shareholders seek to view more detailed progress.
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Figure 30 – Polynomial relationship between number of images and computational time.
The non-linearity of the relationship is most likely due to Amdahl’s law that governs the speed up of
using parallel processors [39]. The data processing pipeline has serial and parallelizable components.
The serial part maybe bound by I/O (writing to and from registers, or memory spaces) while the
parallel part could be the meshing of each point in the point cloud to the X number of its neighbors.
This means that a user may choose to use a lower cost server to perform the twice a day update of
the collision map for the construction site, however it may not be possible to use the 2 Hz image
sampling rate as the server will have less cores for parallelization and thus may take longer than a
half a work day to complete.
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4.0 Project Management
This section outlines the administrative components to the final designed system. It outlines the
major changes in schedule and budget as well as the final cost break down.

4.1 Schedule
Project timeline is divided into software and hardware milestones that the team aimed to meet.
The proposed and actual schedules are displayed in the respective sections. Despite setbacks in
testing and part delays the team managed to finish the project within its deadlines.

4.1.1 Hardware Timeline
The hardware schedule ( Figure 37 on in Appendix B) ended up behind schedule due to
unforeseen drone crashes. Although first flight tests were tethered and indoor, subsequent flights
needed to be untethered. These also had to be done indoor since the weather outside did not permit
operation of the drone. Due to limited space and novice drone handling the drone crashed multiple
times with the need to replace drone motors, motor axles and rotor blades, which set the data
gathering and full system testing timelines back as seen in Figure 36 in Appendix B. The drone
hardware was up and running by the end of February, instead of January as intended, leaving the
team with 3 weeks for full system testing and flight parameter tuning.

4.1.2 Software Timeline
The software schedule (Figure 36 in Appendix B) stayed on track until the start of January,
from when the overall schedule started to fall behind due to hardware issues and wait times for
repair. As mentioned before, the hardware being out of commission pushed data interaction, flight
autonomy and full system testing forward three weeks. The start of data capturing was moved from
the end of December to end of January, when the drone was ready to capture data and flight
autonomy was finally set up on the drone (being 3 weeks late). By the end of February multiple tasks
occurred in parallel, such as drone flight testing, data interaction and control parameter tuning.
Though the team planned to be done full system testing by the end of February with four weeks to
spare, the team was able to recover and finish a week before the symposium with multiple data sets
collected on the Columbia Ice Field construction site.

4.2 Budget
The budget for the project is capped at $3000, from the constraints outlined in section 1.3.3.
The sections below outline the three main cost categories: hardware, symposium and cloud
computation. The final project cost totals to $2827.10, not including tax and shipping for hardware
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components. This differs from the actual out-of-pocket cost incurred by the team, which totals to
$1915.73. This discrepancy exists because some hardware and cloud computation costs are
hypothetical. For hardware, the team already had some pieces at their disposal owned by team
members, while for cloud computation the team had a large amount of free credits.

4.2.1 Hardware Cost
The final hardware platform as presented in section 2.1.1 totals to $1417.46. A fully detailed
BOM is provided in Appendix B, under Table 17. The control board for the drone, a Raspberry Pi, and
the camera, a GoPro Hero 5, were already owned by team members on the group so while they add
to the platform cost they do not add to the out-of-pocket cost for the team. With these line items
eliminated, the total out-of-pocket cost for the hardware platform comes to $1063.47, not including
tax or shipping.
There are other costs associated with the project that are not strictly part of the hardware platform,
these are detailed in Table 18 of Appendix B. Costs such as testing materials and/or hardware and
spare parts are captured in this part of the BOM and total to $458.46. This puts the total out-of-pocket
cost of the hardware components at $1521.93, not including taxes or shipping.

4.2.2 Symposium Cost
The final symposium costs include the Moovly: an application for generating animations
($65.81); FlatIcon: an icon library ($13.29) ; Video production for the symposium ($200.00); Poster
printing ($114.70) totaling to $ 393.80.

4.2.3 Cloud Computation Cost
The AWS cloud computing costs are summarized in Table 16. Although the team had credits
for AWS the costs are still applicable to the overall cost of the entire project.
Table 16 – Cloud computing costs throughout the capstone project
Months Costs
October $7.45
November $39.88
December $25.31
January $55.90
February $70.60
March $358.24
Total $557.38
Table 16 shows approximate use of the servers as the instances were not always turned off after use.
Also its evident that a lot of testing was done in March and thus the large spike in costs.
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5.0 Conclusions
Overall the designed system meets the listed constraints (Table 1), criteria (Table 2), and
objectives. More importantly it achieves the solution to the need for enabling automation on
construction site by providing an up-to-date collision map to the autonomous machinery present on
the site. A Lynxmotion HQuad500 Base Kit hardware package with Rapsberry Pi and Navio2 shield
used as flight controller allow for autonomous data gathering with a 12 MP 2fps GoPro Hero5 that
stores the images on a 32Gb micro SD. The hardware platform also uses damper mounts for the
camera and computing unit that are tested to reduce high frequency vibrations by a factor of 2.5X.
The image data is then transferred to a AWS instance and run through a data processing pipeline as
described in Figure 3. Images are converted into a point cloud with OpenDroneMap which is then
filtered for outliers, corrected with inpanting technique and filtered again using an adaptive filter.
From testing the optimal model quality is achieved using 2 Hz image sampling rate with 88% and
75% vertical and horizontal overlap, respectively. Although for preserving flatness of the objects 1Hz
image sampling rate was more successful.
The final 3D reconstructed model is pushed to a web server which can be accessed by any
autonomous technology present on the construction site. The enrichment of the model with labelled
roads and points of interests is done through a custom designed website with use of WebGL,
GoogleMaps and AngularJS packages.
The final project cost as outlined in the Budget section totals to $2827.10 including hardware,
symposium and cloud computing costs meeting the $3,000 constraint set forth during the planning
stages.
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6.0 Recommendations
This section outlines further modifications to components in the project to improve
functionality. Recommendations are separated into three parts: hardware, software and testing.

6.1 Hardware Recommendations
The hardware platform used for the project has several potential areas for improvement. One
direction that could be pursued is a fully custom frame and hardware design that does not use off the
shelf components and a Raspberry Pi as the main compute module. For the purposes of this set of
recommendations however, the assumption is that the current architecture is kept mostly intact with
revisions to improve and add features.
One obvious area for improvement would be an integrated camera solution, likely using USB as its
interface, as originally planned by the team. This would allow for direct control of the camera by the
Raspberry Pi and automatic upload of image data after a flight. At the moment these functions are
unfortunately manual procedures. Another piece of hardware that would allow for more complete
autonomous operation would a laser or ultrasonic based ground sensor. Currently altitude is only
detected by an on-board barometer, but this is only sufficient to make the drone successfully hover
above its desired landing site. The last two meters of the approach requires the added precision of a
ground level sensor to conduct in a safe and reliable manner.
A piece of hardware that could aid in debugging and general drone operation are a telemetry radio.
Currently, radio communication with the drone is limited to Roll/Pitch/Yaw/Throttle input and flight
mode selection and is only one way from controller to drone. A telemetry radio would allow for twoway communication with the drone and would allow off board logging and monitoring during a flight.
This would be required if the drone operator has to lose line of sight to scan an entire construction
site, as all testing done by the team was conducted with full line of sight to the drone.
The addition of a sensor package for obstacle avoidance is another point of improvement. Although
the flight stack currently used, Ardupilot, does not support this, the Raspberry Pi is capable of running
ROS which could handle more advanced autonomy tasks such as obstacle avoidance. This could be
done using an image-based system or with more rudimentary range sensors. An image-based system
may be limited by the processing power available on board the Raspberry Pi and would likely require
an upgrade in computer hardware.
Lastly, making the drone waterproof will allow for robustness and increasing the range of
weather conditions that the drone can work in and algorithms for return to landing can be triggered
if weather conditions worsen.
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6.2 Software Recommendations
The following software recommendations are divided into the respective sections.

6.2.1 Mission Planner Recommendations
The Mission Planner recommendations concern the aesthetics of the application rather than
its functionality. Moving forward, the application could be designed with the end-user in mind,
providing for pleasing graphics and an intuitive UI. Currently, it can be run from the terminal, and
although it provides for the visualization of the created path and an option to physically select the
waypoints, this command-line interaction could be made simpler and more appealing.

6.2.2 Filtering and STL Conversion Recommendations
The main issue regarding the implementation of the post-generation filtering and object
conversion steps was the computational time required to perform these two steps. Using only a single
thread, the filtering and the object conversion were performed in a sequential way, not utilizing the
full capacity of the 36-core AWS server. By dividing the area into sections and performing filtering
and object conversion on these areas in parallel, the required computational time could be greatly
reduced, allowing for more accurate filtering and conversion while spending less time on these steps.
The additional required step would be to stitch together the filtered sub-areas, accounting for
potential abrupt changes in height.

6.2.3 Website Recommendations
There are a few steps that could be taken to make the website better and to expand its use.
The first recommendation is to automatically segment roads and POIs. This should be done using
convolutional neural networks once the Autonomappr system has been in use for a while. This is
because a large data set is required to train a prediction model. Since no such dataset currently exists,
the team would have to build their own by labelling previously captured orthophotos. Having
automatic segmentation could allow for greater detail in the segmentation and also no human input
to the system.
The second main improvement recommendation is to build an online viewer for current and previous
3D models. Market research shows that there are multiple stakeholders which are interested in a
construction project. This ranges from people on the construction site every day to people who will
never visit the site but are involved in bankrolling the project. Currently the site only allows
stakeholders to view an orthophoto or download a 3D model. The downloaded model introduces
barriers by requiring third party applications to view it. Including an online viewer only allows
stakeholders to better visualize current data. Since viewers often want to see progress as well, a
57

timeline could show differences between 3D models over time, as the drone captures more data sets.
This can be augmented with progress stats if the end result is known. This would further work
towards helping construction projects stay within time and budget by allowing them to plan ahead
instead of realizing there is an issue too late.

6.3 Testing recommendations
For testing, the main improvement would be to have live telemetry set up which would require
some significant work on both the hardware and software sides. The overview is shown in Figure 31.
First, a ground control station (GCS) is necessary to communicate with the autonomous vehicle
through WiFi, which would require a robust WiFi module to be connected to the flight controller to
fit the range of drone flight. The flight controller will require a MavROS master to run Ardupilot
(Figure 32) as one of the ROS nodes and create output nodes for live drone data. MavROS will
communicate with the GCS through MAVProxy (DHCP server) using the enabled WiFi brige.

Figure 31 – MAVProxy WiFi bridge setup between the UAV and the ground control station [40]
This will allow for the team to perform live data extraction drone specific parameters for flight data
analysis. Live telemetry will also allow for the user to send commands to the drone allowing for
ground stations direct control to allow the team to tune control parameters during flight.
Additionally, more testing data could be captured for a larger number of overlap percentages and a
greater number of different flight paths with completely different geometry. This would allow for a
clearer relationship between the path of the drone and point cloud quality that could potentially
reveal an “optimal” path and image sampling rate for a given amount of data processing power.
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Figure 32 - MavROS setup to enable live telemetry [41]
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7.0 Team Effort
The team consists of four University of Waterloo Mechatronics students: Hugo Louis Seize,
Teodor Mihai Tiuca, Rishab Sareen, and Pavel Shering, all part of the 2018 graduating class. Each
individual’s skills were used to complete the various demands of the project such as: system
architecture design, implementation of data processing filters and techniques, business/project
management, software design, mechanical/hardware design and testing. Each team member is
assigned a task to oversee as the lead, however cross collaboration occurred to achieve the
completion of the project. Each members’ contributions are described below.

7.1 Hugo Louis Seize
Hugo is a robotics engineer with years of software experience. He took ownership on multiple
technical aspects of the system with a focus on the data processing pipeline which involved software
architecture design, filter experimentations and full autonomy integration. Additionally, Hugo
created scripts to generate the autonomous path used to gather the image data on the construction
site. Furthermore, Hugo, tackled the camera solution and exercised his creative skills in creating the
animations describing the data processing pipeline progression. Hugo also took the role of project
management to keep the team on track for symposium.

7.2 Rishab Sareen
Rishab was responsible for architecting the hardware platform. This involved component
selection and integration for all aspects of the platform as well as final hardware bring up.
Additionally, he went through the process of tuning parameters in Ardupilot’s flight stack to ensure
stable flight. All custom aspects of the hardware platform such as the mounting components were
also designed, manufactured and tested by Rishab. He also designed the poster for symposium.

7.3 Teodor Mihai Tiuca
Mihai tested different point cloud generation software and chose OpenDroneMap. He then set
up an AWS instance for running ODM. This instance was used to run all reconstruction jobs over the
next few months. Mihai switched gears to working on both the project’s info website and the
Autonomappr web app. He completed the Autonomappr web app’s design and implementation
(frontend and backend) from start to finish singlehandedly. This required an initial functional
website to be built and then a second iteration with a greater focus on design to be built. For the info
website, he implemented all the items the team agreed upon, including regular blog posts. He
managed both sites on AWS as required. Finally, Mihai contributed as the team’s primary drone
operator, leveraging drone flight experience from previous co-op positions.
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7.4 Pavel Shering
Pavel’s main focus was to get the drone to fly autonomously and autonomously upload the
auto-generated mission file. Additionally, he analyzed the data from parameter tuning, damper
vibration testing, image overlap and computing time tests. He helped out with the initial outline of
the poster design and drone assembly.
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Appendix – A
Figure 33 illustrates the rankings of industries based on rate of fatal work injuries, with the
construction sector ranked third.

Figure 33 – Fatal work injury rate by industry in 2016 [1]
Figure 34 describes the total lost time claims, as well as lists the division by industry with the
construction sector accumulating 26,015 claims by the end of 2015 in Canada, ranking it self-third
out of all industries.
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Figure 34 – Lost time claims in Canada by industry
Since 1995, the construction sector has seen a decline in productivity, as seen in Figure 35, while the
total economy increases throughout the 100 year time span.

Figure 35 – Construction labor productivity pace vs overall economic productivity
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Appendix – B
Table 17 describes the final bill of materials used to see the project to competition. All modifications
are outlined with additional costs listed in Table 18.
Table 17 – Bill of Materials for Hardware Platform
Item

QTY

Cost (CAD)

Lynxmotion HQuad500 Drone Kit:
• 1x Frame Components
• 4x Motors
• 4x ESCs
• 1x Wire Harness
• 8x Propellers

1

$491.83

Navio2 Autopilot Kit for Raspberry Pi 2:
• Navio2 Shield
• GPS Antenna
• Power Supply

1

$273.08

Raspberry Pi 2 Model B

1

$54

Rubber Dampers, Foam

1

$29.23

3-D Printing Costs

1

$3.28

11.1 V 4Ah LiPo Battery
• Batteries
• Battery Adapter Cable

2

$93.12

HTRC B6 V2 LiPo Charger + AC Adapter

1

$68.99

Fasteners/Cable Management

1

$42.45

Turnigy Radio Control System:
• TGY-i6S Controller/Transmitter
• TGY-iA6C Receiver

1

$61.58

E-Con Systems See3CAM_CU135 – 4K

1

$293.54

GoPro Hero 5

1

$299.99
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Total (not incl. tax + shipping)

$1417.46

Table 18 – Additional Project Costs
Item

QTY

Cost (CAD)

Fastener Organizer

1

$5.15

E-Con Systems See3CAM_CU135 – 4K (Unused Camera)

1

$293.54

Testing items:
Rope
25 ft Ethernet cable

1

$27

Drone Spare Parts
1x Motor
1x ESC
16x Propellers
2x Carbon Fiber Arms

1

$132.77

Total (not incl. tax + shipping)

$458.46

The final mass budget is listed in Table 19 outlining the mass distribution between hardware
components.
Table 19 – Mass Budget for Drone Hardware [8]

Drone Kit
Component
Frame
Motors
Motor Controllers (ESC)
Propellers
Wire Harness
Sub-total

Mass (grams)
383
58x4
9x4
9x4
20
707

Payload
Component
Raspberry Pi
Navio 2 Kit
Battery

Mass (grams)
45
23
370
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Camera
Sub-total
Total

20
458
1165

Table 20 demonstrates the power consumption of the hardware platform used for estimation of
expected flight time.
Table 20 – Estimated Nominal Power Consumption of Drone
Loads
Raspberry Pi
Navio 2 Sheild
Camera
RF Receiver
ESC

Operating
Voltage
5V
5V
5V
5V
11.1V

Voltage
Converter
Linear
Linear
Linear
Linear
None

Iload

Pconsumed

0.42 A
2.1 W
0.15 A
0.75 W
0.38 A
1.9 W
0.05 A
0.25 W
4Ax4
177.6 W
Total
182.6 W
Consumption
Since the capacity of the battery is 44.4 Wh, an expected flight time of 14:35 is determined.
Finally, Table 21 provides a shortened URL for accessing the test data that demonstrates the
warping that occurs when the GoPro is mounted to the drone undamped.
Table 21 - Video link for GoPro mount testing
Undamped mount
https://goo.gl/QqSM35
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